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Introduction: Fake Data Anti-patterns

There	are	ways	 to	generate	synthetic	 test	data	 that	achieve	 the	 realism	 required	 for	effective	 testing	along	with	 the	security	needed	 to	protect	 your	company	and	
customers.	The	secret	lies	in	identifying	potential	anti-patterns	and	then	preventing	them	from	ever	forming	in	the	first	place.	

What do we mean by anti-pattern? The term was coined by programmer Andrew Koenig in 1995 in response to the book Design Patterns: Elements of Reusable Object-
Oriented Software. The opposite of a pattern, the “anti-pattern” refers to failures in software architecture and design. 

In the context of test data generation, we see anti-patterns emerging in one of three key ways.

The outcome of these failures? Broken data, worthless tests, bugs in production, and in the worst cases, a data security crisis. In other words, slowdowns in your 
development cycle and violations of data privacy legislation.

A strong data generation infrastructure should have built-in tools to enable its users to generate the patterns they need as opposed to random data. Below, we’ll explore 
the bad (anti-patterns) to understand what it takes to enable the good (patterns).

The following 9 anti-patterns are the ones most likely to appear when generating synthetic data. Each anti-pattern is paired with the solution you need to ensure the 
realism and utility of your data.

Failing to mimic the 
complexity and requirements 

of real world situations.

Failing to protect the privacy 
of the individuals behind the 

numbers.

Failing to work effectively for all 
data types and sources in the 

data ecosystem being mimicked.

1 2 3

http://tonic.ai
https://en.wikipedia.org/wiki/Design_Patterns
https://en.wikipedia.org/wiki/Design_Patterns
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Generating realistic event pipelines requires the ability to detect event statistics within real-world data, link related columns of events when building a model of that data, 
and	define	specific	rules	around	the	time	series	you	need	to	achieve.	This	combination	of	capabilities	is	what	you	need	to	ensure	that	patient	data	doesn’t	show	surgeries	
occurring before diagnoses, that birthdates always predate student enrollment dates, and that a user’s actions don’t take place before their account is created.

From	healthcare	records,	to	financial	transactions,	to	student	progress	reports,	data	across	
industries and platforms is rich with event pipelines. Events can trigger actions in your 
product. They can reveal the success of your user journey. They’re a fundamental part of the 
user experience and the data that experience creates. For accurate testing, they need to be 
realistic.

Event dates generated at random will inevitably create impossible time series. Timestamps 
will	 be	unrealistic	 at	 best,	 and	 far-flung	 into	 the	past	 or	 future	at	worst.	A	quality	 solution	
allows	you	to	define	the	relationships	between	events	in	your	data	by	linking	related	fields	and	
dictating the order in which they occur. For the highest degree of accuracy, an event generator 
should also be designed to mirror the distribution of the dates in your original dataset. It’s a 
combination of complex algorithms on the back-end and customizable rules on the front-end.

For a deeper dive into solving this problem, refer to the article “Simulating event pipelines for 
fun	and	profit”.

FN JOHN
LN DOE

DOB 08/03/2029
EXP 11/17/1995

Anti-Pattern

FN JOHN
LN DOE

DOB 08/03/1984
EXP 11/17/2025

Pattern

Anti-pattern: A series of impossible events
Solution: Defined time series rules1

Event dates generated at random will 
inevitably create impossible time series.

http://tonic.ai
https://www.tonic.ai/blog/simulating-event-pipelines
https://www.tonic.ai/blog/simulating-event-pipelines
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Anti-pattern: Random categorical shuffling
Solution: Shuffling with defined ratios2

A	frequently	used	way	to	obfuscate	real	data	is	by	shuffling	categorical	data,	for	example,	the	job	titles	of	employees	within	an	organization.	The	risk	in	shuffling	this	data	
is	that	it	can	wipe	out	the	integrity	of	the	data	if	the	ratios,	and	their	relationships	to	other	fields	within	your	dataset,	aren’t	preserved.	

For example: You’re working with management vs. support tables and you need to generate a synthetic workforce. Random generation might churn out 20 assistants for 
a single manager or 20 managers with a single assistant. Or even more unlikely, 1 assistant for each manager. 

All	of	 those	scenarios	may	exist	 in	the	real	world,	but	do	they	exist	 in	your	source	data?	The	ratios	and	relationships	between	categories	make	all	 the	difference	 in	
whether	the	data	you	generate	will	be	able	to	simulate	real-world	situations.	A	well-designed	algorithm	for	categorical	shuffling	must	take	this	into	account	to	generate	
distributions	of	categorical	data	that	mirrors	the	reality	 in	your	original	data.	Here,	 too,	 the	ability	 to	 link	different	columns	of	categorical	data	 is	key	to	ensuring	the	
realism and utility of your test data. So, returning to the example above, Managers and Assistants within an organization will be correctly represented in relation to the 
departments of that organization.

= Manager

= Employee

Anti-Pattern Pattern

http://tonic.ai
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Anti-pattern: Unmapped relationships
Solution: Column linking

Whether or not two columns are linked in a relational database, there may be logical 
relationships between them that any human would immediately recognize. Random 
generators will not draw these relationships unless they are given rules to do so. 

Picture this: In your mimicked dataset, you notice that some of the randomly generated 
bonuses are larger than the employee’s annual salary. Interns are banking bigger paychecks 
than the C-Suite, and sales commissions have been awarded to the marketing team. When 
the	underlying	data	does	not	 reflect	 real-world	 relationships,	your	 testing	cannot	 reflect	
real-world	usage.	Not	linking	columns	with	a	defined	relationship	during	generation	can	
lead to the formation of anti-patterns where you least expect them, both in your testing and 
in your product. 

The tool for avoiding this hazard is the capability of linking as many columns as you need to 
ensure that dependencies are captured and the stories in your data ring true. So bonuses 
become	a	function	of	salaries	which	are	tied	to	job	titles	partitioned	by	office	location.	This	
tool	for	defining	relationships	within	your	data	can	be	manual,	like	we’ve	discussed,	with	
generators linked by the user of the data generation platform. Or it can also be automated 
through an algorithm that makes use of deep neural networks like Variational Autoencoders 
(VAEs), the gold standard for generating realistic synthetic data that captures relationships 
with	a	high	degree	of	fidelity.

Pattern

INCOME
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S

Anti-Pattern

INCOME
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U
S

Interns are banking bigger paychecks than 
the C-Suite, and sales commissions have 
been awarded to the marketing team.

3
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Anti-pattern: Inconsistent transformations
Solution: Input-to-output consistency4

Even when anonymizing data, it’s often important to anonymize certain values in the same way throughout your dataset. Performing inconsistent data transformations 
can easily break your data to the point that it’s no longer usable. De-identifying data consistently is the pattern you need. It means that the same input will always map to 
the same output, throughout your database.

Why	might	you	need	this?	It	allows	you	to	preserve	the	cardinality	of	a	column,	to	match	duplicate	data	across	databases,	or	to	fully	anonymize	a	field	and	still	use	it	in	a	join.	

Perhaps you have a user database that contains a username in both a column and a JSON blob as well as another database that contains their website activity. 
Consistency	enables	you	to	safely	anonymize	the	username,	but	still	have	that	identifier	be	the	same	in	all	locations.	

	 customer_id	 first	 last	 form_submission

Anti-Pattern

143243 Jon Stevens {	“name”:	{	“first”:	“Jon”,	“middle”:	“A”,	“last”:	“Stevens”	}...

143244 Ali Habib {	“name”:	{	“first”:	“Ali”,	“middle”:	“L”,	“last”:	“Habib”	}...

143245 Emily Singh {	“name”:	{	“first”:	“Emily”,	“middle”:	“F”,	“last”:	“Singh”	}...

	 customer_id	 first	 last	 form_submission

Pattern

143243 Jon Stevens {	“name”:	{	“first”:	“Sally”,	“middle”:	“A”,	“last”:	“Smith”	}...

143244 Ali Habib {	“name”:	{	“first”:	“Tony”,	“middle”:	“L”,	“last”:	“Adams”	}...

143245 Emily Singh {	“name”:	{	“first”:	“Mario”,	“middle”:	“F”,	“last”:	“Rossi”	}...

The 
form_submission 
column contains a 
JSON object with 

the user’s first and 
last name.

http://tonic.ai
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Anti-pattern: Sensitive data leakage
Solution: Identify and flag PII/PHI5

When	you’re	dealing	with	personally	identifiable	information	(PII)	or	protected	health	information	(PHI),	your	company	has	a	legal	obligation	to	maintain	data	privacy.	Even	
if you’re not sharing data with an outside source, sensitive data can leak into lower environments by way of your test data, and the risks entailed by these leaks are even 
greater with the widespread shift to remote work.

The	 first	 step	 in	 de-identifying	 PII	 is	 identifying	 columns	
containing	 sensitive	 information	 and	 flagging	 them	 as	
needing protection throughout your database. A human 
can do this if the dataset is of a reasonable size. An 
algorithm can do it more quickly and at scale, but it must 
be carefully built. Imagine a column of birthdates named 
student_db	instead	of	birthdate	or	DOB.	A	de-identification	
system	that	only	relies	on	column	names	to	find	PII	may	not	
flag	that	column	as	sensitive,	and	a	data	privacy	anti-pattern	
is born.

An	effective	de-identification	system	uses	machine	learning	
to examine both column names and the data within those 
columns to determine what may or may not be PII. And once 
the	PII	is	identified,	it	must	be	flagged	by	the	system	in	a	way	
that ensures it will be protected without slipping through.

It’s also important for organizations to establish best practices 
and standardize what data is considered sensitive so that the 
system	can	be	told	what	to	flag.	A	system	that	allows	users	
to	define	 rules	around	what	 is	flagged	as	sensitive	 is	 ideal.	
Audit trails, too, allow all stakeholders involved to monitor the 
process for accuracy and compliance.

A de-identification system that only relies on column names to find PII may 
not flag that column as sensitive, and a data privacy anti-pattern is born.

student_fn student_ln student_db student_email student_phone

Anti-Pattern: Some sensitive columns can be missed

Pattern: All necessary columns are flagged as sensitive

student_fn student_ln student_db student_email student_phone

http://tonic.ai
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Anti-pattern: Missed schema changes
Solution: Schema change monitoring6

Schema changes are the only constant in modern data ecosystems. Failing to 
account for these changes, even seemingly minor ones, can lead to failures in 
your automated testing and, equally as important, risky data leaks. In the best 
case scenario, your test data may simply no longer work. In the worst, you’ve now 
got sensitive data in your lower environments.

The pattern you need here is a tool built into your data generation pipeline that 
alerts you to any schema changes as they come through. Better yet, it should 
require you to update your generation model before pulling new data into staging. 
An ideal system will also allow you to refresh your data on demand, multiple times 
a day. Your schema should always mirror production at all times.

Sfsjlk Aswnb 2014-xx-xx vjiaoesidf@fakemail.com 555-xxx-xxxx 841-19-2122

Lko Beoiwmw 2014-xx-xx wielnzgeq3009@fakemail.com 555-xxx-xxxx 641-12-7655

Uovdia OIjsjeizvn 2015-xx-xx zn93nw09@fakemail.com 555-xxx-xxxx 716-23-5462

	 student_fn	 student_ln	 student_db	 student_email	 student_phone	 student_ssn

Anti-pattern: unprotected schema change

Sfsjlk Aswnb 2014-xx-xx vjiaoesidf@fakemail.com 555-xxx-xxxx xxx-xx-xxxx

Lko Beoiwmw 2014-xx-xx wielnzgeq3009@fakemail.com 555-xxx-xxxx xxx-xx-xxxx

Uovdia OIjsjeizvn 2015-xx-xx zn93nw09@fakemail.com 555-xxx-xxxx xxx-xx-xxxx

	 student_fn	 student_ln	 student_db	 student_email	 student_phone	 student_ssn

Pattern: protected schema change

Your schema should always mirror production at all times.

http://tonic.ai
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	 first_name	 last_name	 city	 state		 household_net_worth

Carrie White Augusta Maine $75,000

Danny Torrence Ellsworth Maine $54,000

Joe Shmoe Bangor Maine $500,000,001

Annie Wilkes Bangor Maine $66,000

Jack Torrence Portland Maine $42,000

Anti_Pattern

	 first_name	 last_name	 city	 state		 household_net_worth

Carrie White Augusta Maine $75,000

Danny Torrence Ellsworth Maine $54,000

Joe Shmoe Bangor Maine $500,000

Annie Wilkes Bangor Maine $66,000

Jack Torrence Portland Maine $42,000

Pattern

Anti-pattern: Outliers revealing TMI
Solution: Differential privacy7

All data has its outliers, and the more precise your data anonymization methods are, the more likely they are to pull those outliers through. The downside to highly representative 
data is that any outliers preserved in the dataset could be used to re-identify individuals if the anonymized data is combined with other available resources. 

Here’s a real-world example. You’re looking at synthetic demographic data 
about the population Maine. Household net worth is fairly uniform across the 
spectrum of these mostly middle-class families. One of the homes has a net 
worth of half a billion dollars, and you suddenly realize you’re looking at Stephen 
King’s PII. When outliers aren’t taken into consideration, they serve as bold clues 
to revealing what synthetic data is designed to protect.

The	solution	here	is	differential	privacy,	which	adds	noise	to	the	data	to	create	a	
more	tempered	pattern	that	obscures	outliers.	Differential	privacy	is	a	property	
that can be applied to data generation algorithms to guarantee a higher level of 
privacy in your output data. The more algorithms within your data generation 
process	that	can	be	made	differentially	private,	the	safer	your	outliers	will	be.	
Learn	more	about	differential	privacy	in	Your Data is Safe — Math Guarantees It!

Differential privacy is a property that 
can be applied to data generation 
algorithms to guarantee a higher 
level of privacy in your output data.

http://tonic.ai
https://www.tonic.ai/blog/differential-privacy-comes-to-tonic
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Anti-pattern: No API, no webhooks, no integration
Solution: CI/CD automation8

Given the nature of tech stacks today, integration should be a key feature of any system you put in place. Whether a data automation tool has an API shouldn’t even be a 
question	you	have	to	ask.	And	if	a	tool	doesn’t	have	an	API,	you’re	effectively	introducing	bottlenecks	and	roadblocks	into	your	CI/CD	pipeline.

When it comes to building a data generation tool in-house, the process almost always involves writing scripts—scripts that are consistently prone to failure. Building a solution 
in-house isn’t just a matter of the initial lift; it also requires continuous maintenance to keep the system up and running.

Your	data	de-identification	infrastructure	should	enable	developers	to	move	faster,	not	weigh	them	down	with	double	work.	A	data	mimicking	tool	that	has	an	API,	can	connect	
to any data source, integrates seamlessly into your existing systems, and works with your data no matter how it changes over time equips your developers to do their best 
work. As your data needs evolve, so should the systems that support them.

Your data de-identification infrastructure should enable developers 
to move faster, not weigh them down with double work.

http://tonic.ai
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Anti-pattern: Vendor lock-in
Solution: Support for all data sources9

Relational databases still dominate the world of big data, but NoSQL databases like MongoDB and Cassandra are gaining fast. Even PostgreSQL, the second most common 
database	in	use	today,	can	easily	work	with	NoSQL	code	and	store	JSON	files.	The	future	is	hybrid.	Your	data	de-identification	infrastructure	needs	to	support	that.

When	it	comes	to	building	this	infrastructure	in-house,	you	may	find	yourself	dedicating	significant	resources	to	creating	a	process	that	works	with	PostgreSQL,	only	to	end	
up	back	at	square	one	when	your	company	adds	Redshift	to	the	stack	for	data	storage.	And	if	you’re	using	Mongo,	you’re	going	to	require	an	entirely	different	approach.	Keep	
in mind, also, that your data may live in separate database types, but that doesn’t mean it isn’t interrelated. Not only will your solution have to work for multiple databases, it 
has to work between them as well.

Given today’s ever-expanding data ecosystems, it simply doesn’t make sense to build a system that only works with one database type. Your data generation solution should 
work as seamlessly with Postgres as it does with Redshift, Databricks, DB2, and MongoDB. Anything less is just a roadblock to data management. Seek out a tool that will 
work with your data wherever you keep it, now or in the future.

Seek out a tool that will work with your data wherever 
you keep it, now or in the future.

http://tonic.ai
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A	high-quality	data	mimicking	and	de-identification	infrastructure	is	one	that	contains	all	of	the	tools	you	need	in	order	to	handle:	

• Advanced data modeling to ensure realistic outputs
• Column linking to preserve relationships
• Input-to-output consistency across tables and databases
• Automated	PII/PHI	detection
• Automated schema change detection
• Privacy	guarantees	through	differential	privacy
• An API for seamless integrations
• Support for all database types

Building	a	solution	that	satisfies	all	of	the	above	is	a	major	investment	of	resources,	and	with	both	data	privacy	and	data	utility	on	the	line,	the	stakes	are	incredibly	high.	
The ultimate anti-pattern may very well be burdening your team with all of these requirements in-house, or settling for a solution that fails to deliver in any of these areas. 
The ultimate pattern? Use the above nine sections as a guide to building your own checklist, then seek out a proven platform that is ready to equip your team in all your 
fake data needs.

Top Takeaways

http://tonic.ai
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inception to unicorns. When not faking data, Omed keeps busy geeking out on all 
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About Tonic

Tonic empowers developers while protecting customer privacy by enabling companies to 
create safe, synthetic versions of their data for use in software development and testing. 

Founded	 in	2018	with	offices	 in	San	Francisco	and	Atlanta,	 the	company	 is	pioneering	
enterprise	 tools	 for	database	subsetting,	de-identification,	and	synthesis.	Thousands	of	
developers use data generated with Tonic on a daily basis to build their products faster 
in	 industries	 as	 wide	 ranging	 as	 healthcare,	 financial	 services,	 logistics,	 edtech,	 and	
e-commerce. Working with customers like eBay, Flexport, and PwC, Tonic innovates to 
advance their goal of advocating for the privacy of individuals while enabling companies 
to do their best work. 

For more information, visit Tonic.ai.
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