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Abstract

Cyber resilience has been defined broadly as the ability to anticipate, withstand,
and recover from cyber-attacks. Yet the gap between growing numbers of sophisti-
cated cyber-attacks and effective approaches to Recovery continues to widen. Incident
Response Playbooks document the steps organizations should take to respond to and
recover from an attack. Yet they are typically based on pre-defined, static views of
an organization that may be outdated the day they are finished, and in any case, are
difficult to execute in the face of determined threat actors. This paper reviews the
current state of incident recovery and sets forth seven areas of innovation to improve
Recovery from cyber incidents, based on a core capability: Real-Time Adaptive Incident
Response. This set of innovations has the potential to enable the organization to break
free from reactionary approaches and proactively take steps to limit business impact
and execute optimal paths to recovery.

1 Cyber Resiliencee – A Nuanced Goal

The number of successful cyber-attacks suffered by organizations continues to increase. One
global survey of over 4,700 organizations found a 32% increase in successful cyber-attacks
for 2021[1]. This trend suggests that it is impossible to stop 100% of attacks. Cybersecurity
professionals have long accepted that an adversary with enough resources and motivation
will eventually succeed in compromising its target. With this being the case, organizations
should focus not just on cybersecurity but on cyber resilience.

Cyber resilience as a goal is more nuanced than cybersecurity. Cyber security focuses on
protecting and defending against cyber-attacks. In contrast, cyber resilience is the ability to
anticipate, withstand, recover from, and adapt to cyber-attacks[6]. Within cyber resilience,
recovering from a cyber-attack is the only goal that must be successfully achieved 100%
of the time (if an organization is to remain in existence). However, Recovery has seen
very little innovation, especially compared to Anticipating and Withstanding attacks, areas
that have seen significant improvements. Since it is impossible to stop all attacks and
an organization must recover from every successful attack, it follows that investment and
innovation in Recovery capabilities are worthwhile even with strong in-progress detect and
respond capabilities. In the following sections, we will examine the current state of cyber
incident recovery. Unfortunately, a mismatch exists between the attacks seen today and the
current approaches to Recovery. Moreover, with the threat landscape and the severity of
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attacks increasing, the situation will only worsen if nothing changes on the recovery side.
All is not lost, however: Lastly, we will consider innovations that can help organizations
significantly improve their cyber resilience and ability to recover.

2 Incident Response Playbooks

Incident response playbooks document the actions an organization should take to respond
to and recover from a specific cyber incident. Their necessity is generally accepted to
meet compliance requirements. However, while analyzing and determining the necessary
recovery actions is good practice, these artifacts’ value in real-world scenarios is much less
than promised. Indeed, one could argue that incident response playbooks are to cyber
resilience what virus signatures are to cyber security.

IncidientResponseP laybooks : CyberResilience :: V irusSignatures : CyberSecurity

Yes, virus signatures are helpful, and leveraging signatures can help protect organizations
from those specific viruses. However, signature scanning is effective only on predefined
malware, it can be difficult to maintain with updated signature files or lookups, and it can
present execution challenges in resource requirements and end-user experience. Similarly,
incident response playbooks can be helpful, but they, too, have significant shortcomings
in the areas of requiring predefined scenarios, maintenance difficulties, and execution chal-
lenges.

2.1 Predefined: The Past May Not Prepare for the Future

As with anything that is predefined, incident response playbooks are limited by an orga-
nization’s ability to conceive and document every possible cyber incident from which they
may need to recover. That goal is daunting enough in a situation where an organization
has full awareness of its assets and the adversaries it faces. However, the objective is even
more unrealistic considering the trend of attackers using AI and machine learning to launch
increasingly sophisticated attacks[2]. So, even if an organization could create a library of
documented plans with complete coverage of today’s potential cyber incidents, there would
almost immediately be new possible scenarios that the organization had not considered.

2.2 Static Response to a Dynamic Attack

No plan survives first contact with the enemy –Helmuth von Moltke

Cyber resilience requires adapting to attacks as they unfold and understanding normal
operations and system interdependencies. However, traditional response playbooks treat an
incident as the successful completion of an attack. With the attacker having accomplished
their goal, traditional response playbooks proceed down a linear path. In reality, attacks
are dynamic, and the goals and tactics of an adversary will change as they evaluate where
they are successful and what they discover. A predefined playbook that assumes an incident
is static will fail to limit the additional impact in cases where the attack is still ongoing. To
complicate the situation further, adversaries are likely aware of typical response playbook
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actions. They can use that to their advantage by implementing diversionary tactics or even
triggering response actions that ultimately help them achieve their goal. A static playbook
against an evolving attack means that attempting to adapt to the attack is left entirely up
to the human team with little to no assistance. Through all of this, the goal of a rapid
and efficient return to the pre-incident state is desirable but, unfortunately, oftentimes
unrealistic. As a result, organizations need to make trade-offs, and system dependencies
often limit the available actions and outcomes.

2.3 Maintenance Difficulties

Assuming that an organization creates a set of incident response playbooks covering a
specific set of cyber incidents, would not those playbooks continue to be applicable in the
future? Sure, the attacks will evolve, and the playbooks will not cover new scenarios, but
those known scenarios do not go away, and the corresponding playbooks are still applicable,
right? The answer to that is yes!. . . so long as the organization’s goals, assets, and priorities
remain static. . . which is to say, definitely not! Maintaining an optimized plan of actions to
respond and recover from a cyber incident would require every change within an organization
to be considered for its impact on the plan and the plan to be updated accordingly on a
continuous basis: business strategies and performance drivers, new/updated/retired assets,
personnel changes, and others. The idea of accurately maintaining such a plan is attractive,
but in practice, it is simply impossible.

2.4 Execution Challenges

Assuming that an organization creates a set of incident response playbooks covering spe-
cific cyber incidents and that the playbooks are maintained, then it should follow that
implementing the actions in the plan is a simple exercise, right? Not exactly. . . During
execution, the disconnect between the creation of the plans and their use comes to light.
When creating and maintaining plans, the emphasis is on thoroughness and details. How-
ever, during an actual incident with significant stress and time pressure, the end user needs
to be able to quickly read, understand without error, and follow the actions in the plan.
Practice drills can help improve a user’s ability to leverage a plan, but unfortunately for
many organizations, the first time their plans are tested is during an actual cyber incident.
For example, one large manufacturing company realized during an incident that their plan
was 400 pages long and no one had ever read it[7]. While the thoroughness of that plan
may have impressed an auditor, it is unlikely that leadership and board members were very
pleased when it came to executing the plan.

3 Standard Frameworks and Processes

An organization looking to improve its cyber resilience, specifically its ability to recover
from cyber incidents, might look to published frameworks or standards for guidance. What
they will find is an array of templates and flowchart diagrams. On the surface, that seems
great – who doesn’t love a good flowchart? But unfortunately, the real world is rarely as
clean as an outline or a flowchart, no matter how many diamonds it contains.
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3.1 Discrete Linear Process

Your business capability will be restored just as soon as we determine the
scope of the incident, collect and preserve data, perform technical analysis, con-
firm there are no new signs of compromise, execute the eradication plan, and
then confirm that there is no malicious activity detected.

–What no business wants to hear from their cyber security team

This is not to say that analysis and evidence collection/preservation are unimportant. Still,
the goals of cyber resilience are rooted in the enablement of the business, not in achieving
a complete understanding of an incident. Again, this is not to say that the latter is an
unreasonable goal, but rather that responding to an incident need not be a discrete linear
process. There are times when Recovery should begin for some assets before completing
all the data collection, analysis, and eradication steps. Indeed, to do otherwise would
increase the business impact in some situations, such as when the incident affects critical
systems. Unfortunately, existing frameworks and templates plot out a linear path to Recov-
ery through Detect & Analyze, Contain, and Eradicate[3]. Unless the attacker has already
accomplished their goal and is no longer present in the system, it is doubtful they will sit
idle as the recovery team progresses through these phases. And while guidance is provided
not to tip off the attacker early, there is no advice on what to do when this happens or how
to deal with an active attacker in the first place.

3.2 The Devil Is in the Details

Recently, there has been a focus on security tool bloat within organizations and the negative
impacts of having too many tools[4]. The effect of so many tools when responding to
and recovering from a cyber incident is that the single step in an outline or single box
on a flowchart requires taking action across numerous interfaces and tools. So, while a
framework or process might appear simple, the details underneath are often quite complex.
Existing security tools can help automate much of this complexity; however, they require
configuration and continued management to ensure they remain effective.

3.3 Determining the Goal of an Attack

Understanding their goals is key to getting ahead of an attacker, yet incident response
frameworks provide limited guidance on how to do this. The general recommendation is
not to tip off an attacker and to let them proceed to observe what their goal might be.
However, in addition to requiring that the organization is capturing appropriate telemetry
(no small feat), this approach involves considerable risk as an organization must balance
allowing an attacker to proceed unhindered with needing to quickly take action to stop the
attacker from causing significant damage.

4 Innovation Opportunities for Cyber Incident Recovery

While the shortcomings surrounding the current state of cyber incident response and true
cyber resilience are rather glum, there is cause for excitement when looking toward the
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future. The following sections explore areas where new and innovative approaches can
deliver significant value in improving cyber resilience. These recommendations intend to
augment human teams, not replace them. In the future, humans will remain critical and
central to cyber resilience. That will not change. However, what will change is that instead
of being limited to simply reacting to incidents, tomorrow’s human teams will be empowered
to adapt, predict, and recover confidently. Unlocking this future will require automation
capabilities to graduate beyond the current state of simply executing pre-defined tasks.
Instead, automation will need to tackle the multivariate problem of adaptivity to implement
new and innovative approaches like the ones outlined below, thus delivering a superior state
of cyber resilience.

4.1 Real-Time Adaptive Incident Response

The issues with today’s recovery playbooks can be a compass pointing to a possible future
where weaknesses are transformed into strengths. The holistic capabilities of this future
will be referred to as ”Real-Time Adaptive Incident Response.” This is not about building
a better playbook or enhancing the features of a tool. Instead, it is about moving past the
restrictions of playbooks and tools in order to consider abstractly the capabilities needed
when responding to a cyber incident. To understand the potential magnitude of the changes,
imagine an organization in the midst of a successful cyber-attack. What does Real-Time
Adaptive Incident Response mean to them?

4.1.1 Bespoke Instead of Predefined

Faced with a cyber incident, the organization aims to limit the impact and recover as
efficiently as possible. Real-Time Adaptive Incident Response provides an optimal plan
of action customized to the state of the organization at that moment in time, the specific
details of the incident itself, and the likely next steps and evolution of the attack. The
organization need not worry whether the technical and business assets are up to date or
the business’s strategic priorities are understood. Real-Time Incident Response handles
and considers all those factors along with incident-specific details, such as which assets the
attack has or has not compromised, and which assets are likely targets.

4.1.2 Automate the Execution

Presented with the optimized plan, the organization does not need to worry about errors
or delays in executing the prescribed actions. Real-Time Adaptive Incident Response has
continued the approach of earlier security tools and automates those actions via integrations
with the other tools in the organization’s security stack. Having developed confidence in the
solution, the organization allows some measures to be taken autonomously while requiring
human confirmation for others.

4.1.3 Adapt and Predict

As the incident evolves, the organization adapts in real time. Until proven otherwise,
the incident is treated as an ongoing threat with the expectation that the attacker remains
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active. Therefore, steps taken by the recovery team, along with actual and predicted actions
of the attacker, are continually analyzed throughout the incident. However, the analysis
started long before the incident occurred. Real-Time Adaptive Incident Response performs
continual analysis of the organization to learn and build a level of intelligence it can leverage
during an actual incident. With an understanding of the current state and insight into
the attacker’s likely next steps, the organization breaks free from a reactionary state; it
proactively takes measures to limit business impact while executing the optimal path to
recovery.

4.1.4 Maintain and Improve

The organization in this scenario is not a behemoth with an endless budget for cyber security.
But that is OK because Real-Time Adaptive Incident Response is simple to configure and
maintain. Standard integrations provide data and functions to AI, ML, and automation,
which do the heavy lifting. In addition, Real-Time Adaptive Incident Response shares
insights and findings with other solutions in the security stack; the tools collaborate to
improve the organization’s overall cyber resilience.

4.2 Continually Test Response

Gone will be the days of 400-page playbooks no one reads and uncertainty around recovery
capabilities. In the future, organizations will be confident in their readiness to respond to
incidents because they will continually test and confirm their abilities. Most assets will
consider resiliency a primary function and provide the necessary APIs or utilities to execute
and verify asset recovery. Organizations will continually test recovery capabilities via asset-
supported means or otherwise. The results of such testing will drive recovery scores and
dashboards, providing an always-up-to-date view of the organization’s confirmed abilities
to recover from a cyber incident. In addition, evidence of resiliency will be tracked and
reported to executives, boards, auditors, and regulators. Technology and standards will
power these advancements, allowing organizations of all sizes to benefit.

4.3 A New Framework

Gartner presents a vision for future security tools with its Cybersecurity Mesh Architecture
(CSMA)[5]. Will the CSMA help deliver the future described above? It could. . . CSMA
provides the structure for all the tools to work together and work with the human team. If
realized, it is a significant step forward for the current paradigm and enables taking further
steps with automation. However, achieving the full potential of the future described above
will require not just establishing such a mesh but creating AI capabilities to combine and
leverage all the signals emanating from it in concert with the business context to automate
adaptivity.

5 Conclusion

As organizations face the reality that cyber incidents are a question of when and not if,
they will look to improve their cyber resilience beyond what the current playbooks and
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frameworks provide. They will look for capabilities that provide bespoke recovery plans
that adapt in real-time, enabling them to get ahead of the attack. They will test their
readiness to ensure they are resilient when an incident strikes. And they will leverage
standardized frameworks along with AI, ML, and automation as they achieve new levels of
cyber resilience.
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