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SERVICES ON KUBERNETES
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A stateful application changes its behavior based on previous 
transactions; in other words, it maintains a memory of the past.



In the microservices era, stateful applications have almost become second class citizens. 
Containers emphasize ephemerality, forcing DevOps teams to find new solutions for managing 
application state. Kubernetes began offering support for stateful applications through 
StatefulSets and other API objects, but this is only part of the solution. Running resilient and 
scalable stateful services on Kubernetes involves all aspects of your deployment, from the 
underlying hardware to Pod update strategies.

In this whitepaper, we’ll explain how to deploy reliable and scalable stateful applications to 
Kubernetes. We’ll also provide insights into how LogDNA uses stateful Kubernetes to build 
one of the world’s fastest log management platforms. The information in this whitepaper is 
based on this webinar presented by our Head of DevOps, Ryan Staatz, and assumes a working 
knowledge of Kubernetes

Managing application state has been a challenge for engineering and operations teams long 
before Kubernetes. “State” refers to the condition that an application is in at a particular point in 
time. A stateful application changes its behavior based on previous transactions; in other words, 
it maintains a memory of the past. Examples of stateful applications include databases, caches, 
and content management systems like WordPress.

With stateful applications, the application must have a location where it can store its state as 
data. This data needs to be available to the application throughout its lifespan. In a basic single-
server, single-instance application, this could be as easy as storing data directly on the host 
filesystem. But when scaling an application to multiple instances and nodes, several operational 
challenges arise.

Each instance of the application must either maintain its own set of data independently of 
others, or access the same data concurrently with other instances. With Kubernetes, this is 
in opposition to the idea of container ephemerality. Containers are designed to be replaceable 
and reschedulable throughout a cluster, but when a container has data associated with it, that 
data must be attached to the container on deployment. Kubernetes supports this behavior, but 
it requires additional configuration steps. We’ll describe these steps in the following sections.

EXECUTIVE SUMMARY

INTRODUCTION



WHAT TO CONSIDER BEFORE 
DEPLOYING STATEFUL SERVICES 

TO KUBERNETES

The type of storage that you use 
to store application state

Multi-cloud deployments and 
data residency

Whether your cluster is 
managed or unmanaged

The hardware that your nodes 
run on

MANAGED VS. UNMANAGED 
KUBERNETES

FAC TO R 1 .

How your Kubernetes cluster is managed determines how much direct control you have 
over individual nodes.

Managed Kubernetes clusters are hosted and maintained by a vendor, such as Amazon 
Elastic Kubernetes Service, Azure Kubernetes Service, or Google Kubernetes Engine. 
The vendor assumes full responsibility over maintaining the cluster. This reduces the 
administrative overhead that teams must manage, but also reduces the amount of control 
that they have. This is in contrast to unmanaged clusters, which teams must build and 
maintain themselves.

The effectiveness with which you can run stateful services on Kubernetes begins with your 
infrastructure. Cluster design impacts everything from performance to reliability. This section 
presents several of the most important factors, which include:
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NODE HARDWARE

STORAGE

FAC TO R 2 .

FAC TO R 3.

The type of nodes you deploy also affect the configuration of stateful applications. We’ll 
present two common options for Kubernetes nodes: virtual machines (VMs) and bare 
metal servers.

VMs allow for a high degree of flexibility by letting teams choose node capacity and 
automate provisioning using configurations and templates. VMs also have relatively 
low costs, both in terms of computing resources and maintenance requirements. When 
deployed on a managed provider, these costs are reduced further.

Bare metal servers generally have higher upfront costs, higher maintenance costs, and 
are fairly inflexible. However, having direct access to the underlying hardware can give 
you greater control and better performance than a VM.

Your choice of storage solution has the greatest direct impact on the performance and 
scalability of stateful services.

There are two primary ways of attaching a storage device: locally, or over a network. 
Kubernetes is designed for network storage, and only added general support for local 
persistent storage volumes in version 1.14. We will describe both methods in greater detail 
before focusing on local storage.

Choosing managed or unmanaged Kubernetes is ultimately a choice between cost and 
control. Unmanaged clusters offer greater flexibility, but require more in-house expertise 
and administration. Managed clusters simplify or abstract away much of this need, letting 
teams focus almost exclusively on applications.
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NETWORK STORAGE

LOCAL STORAGE

Network storage exposes remote storage devices to Pods, such as 
network-attached storage devices or object storage. Since the data is 
stored off of the node, Pods can be freely scheduled to any node in the 
cluster as long as the node has access to the storage device. This makes 
network storage preferred for Kubernetes and other microservice-based 
architectures.

However, network storage has a much lower performance ceiling than local 
storage due to the limited speed and capacity of network connections. 
Transferring high amounts of data can saturate network links, especially 
as your cluster grows. In addition, with managed providers in particular, 
transferring data between regions or zones can incur significant costs.

Local storage refers to physical storage devices attached directly to a 
node. This approach can be significantly faster than network storage, 
especially when used with solid state (SSD) or NVMe drives.

The drawback to local storage is that the data is stored on a single node. 
Pods are effectively required to run on the node containing their data, 
binding them to the node and preventing Kubernetes from rescheduling the 
same Pod elsewhere. This also increases the risk of data loss if the Pod, 
node, or storage device fails, and the data isn’t replicated elsewhere.

Despite these risks, local storage is an attractive option for the 
performance benefits. For example, LogDNA uses local storage to optimize 
throughput for high-volume workloads. Although Kubernetes supports 
local storage, additional steps are necessary for provisioning and assigning 
storage to Pods in an automated way. We’ll explain how in the next section.
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CONFIGURING LOCAL STORAGE WITH KUBERNETES

For a Pod to access local storage, you must provision and assign a chunk of 
storage to the Pod on deployment. Kubernetes provides Persistent Volumes 
(PV), which allow you to provision storage as an abstract resource for Pods to 
use. Using Persistent Volume Claims (PVC), you can configure a Pod to request 
a certain amount of storage, and Kubernetes will allocate a PV to the Pod. This 
process is shown in the following chart:

There are two restrictions to this approach:

Older versions of Kubernetes have no method of dynamically provisioning disk space for 
PVs. Instead, PVs had to be created manually in advance.

Kubernetes does not support encrypted volumes.

One option to overcome this restrictions is to work with a vendor who can implement dynamic 
provisioning and encryption for you, such as PortWorx. Alternatively, you can implement your own 
dynamic provisioning system. This requires you to integrate with the Kubernetes scheduler to 
track the amount of storage available on a node and assign blocks of storage to specific Pods.

ME ZMO W H IT EPA P ER R UNNING S TAT EF UL S ER V ICE S ON K UBER NE T E SP.7

Physical 
Storage

Persistent
Volume (PV)

App

CLUSTER

Persistent
Volume Claim (PCV)



MULTI-CLOUD AND DATA RESIDENCY
FAC TO R 4.

Multi-cloud is becoming increasingly popular for organizations as it allows teams to leverage 
provider-specific features and benefits, while potentially providing better fault tolerance. However, 
it comes at the cost of added complexity, administrative overhead, and challenges in managing and 
sharing data.

When deploying a stateful application, you must consider where each workload’s data will reside, 
which other services will need access to it, and how the data will be shared with those workloads. 
For example, LogDNA allows for multi-site data residency, but makes up for it with multi-site 
search. In other words, we can query data spread out across different clouds and aggregate it. This 
allows us to consolidate data without having to replicate it across our data centers.
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LogDNA allows for multi-site data residency, but 
makes up for it with multi-site search.



The effectiveness with which you can run stateful services on 
Kubernetes begins with your infrastructure. Cluster design impacts 

everything from performance to reliability.
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DEPLOYING STATEFUL SERVICES 
TO KUBERNETES

STATEFULSETS
O B J EC T 1 .

StatefulSets are useful for managing the deployment of stateful Pods, much like 
Deployments for stateless Pods. StatefulSets provide additional functionality to aid in 
managing stateful applications, including:

Assigning a persistent, unique, and ordered identifier to each Pod

Deploying, updating, and terminating Pods in sequential order

Dynamically provisioning disk via Volume Claim Templates

Each Pod in a StatefulSet is assigned an ordinal index, which is an integer value that acts 
as both a unique identifier and order in which the Pod is deployed, updated, or terminated. 
This index—along with the StatefulSet name—is also used to create a unique network 
identity. LogDNA uses this for both  service discovery and for load balancing requests 
across multiple Pods.

Once you’ve designed and optimized your infrastructure, the next step is to deploy your stateful 
services to Kubernetes. Recent versions of Kubernetes provide native API objects that make this 
process easier, specifically StatefulSets. This section takes a deeper look at these objects and how 
they support stateful applications.
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Each Pod is assigned an ordinal index, which is an integer value that 
acts as both a unique identifier and order in which the Pod is deployed, 

updated, or terminated. 

SERVICES
O B J EC T 2 .

Services present a set of Pods as a single network service. This allows you to manage the flow of 
traffic to and from your Pods.

LogDNA uses Services both for Pod discovery, and for load balancing requests. We do this using the 
spec.clusterIP field, which determines whether an IP address is assigned to the service.

Using the default clusterIP load balances requests to the Service across each backing 
Pod using round-robin. LogDNA uses this to load balance REST API calls to our backend 
database Pods. 

Setting clusterIP: None creates a headless service. Requests to the Service will return a 
list of DNS records that point directly to the Pods backing the Service. LogDNA uses this 
for service discovery.
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CONFIGMAPS

ANTI-AFFINITY RULES

O B J EC T 3.

O B J EC T 4.

Configuration maps (ConfigMaps) allow you to store Pod and image configurations separately from the 
images themselves. This provides a number of benefits, including:

Modularizing our images for reuse in different environments

Storing and managing separate configurations for different environments

Changing configuration details without having to rebuild container images

Since ConfigMaps are plaintext files, we recommend storing them in environment-specific version 
control repositories. This enables you to centralize your configuration settings, track changes to them, 
and maintain a greater level of separation between environments.

Anti-affinity rules set restrictions on which nodes Pods can be scheduled on. Anti-affinity rules are 
especially important for balancing the distribution of Pods throughout your Kubernetes cluster. For 
example, LogDNA uses anti-affinity rules to spread our critical services across multiple zones. In the 
event of a node or zone outage, this prevents most or all of a service from simultaneously failing.
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ADVANCED STATEFULSET SETTINGS
O B J EC T 5.

The following settings are for deployments with stricter requirements regarding Pod 
distribution and maintenance.

PRIORITY AND PREEMPTION

Pods can be assigned a priority indicating their importance relative to other 
Pods. If Kubernetes cannot schedule a high-priority Pod, the scheduler will 
evict (preempt) a lower-priority Pod to free resources. If possible, the lower-
priority Pod will then be rescheduled onto another node.

Priority can be set using a PriorityClass, which is an integer value. A larger 
value indicates a higher priority. Resource-hungry Pods, or Pods that are 
essential to your service—such as a database or Elasticsearch Pod—should 
be given a higher priority to ensure that they’re scheduled.

When using preemption, it’s important to carefully monitor cluster 
resources. If there aren’t enough cluster resources available, Pods may be 
continuously rescheduled until resources are added or freed.



UPDATE STRATEGIES

StatefulSets provide multiple strategies for updating stateful applications. 
By default, Kubernetes applies rolling updates by sequentially updating 
one Pod at a time, allowing you to perform updates without taking down 
the entire service. Kubernetes also supports staged and canary updates. 
Alternatively, you can use the on delete strategy to only perform an update
when Pods are manually deleted, this gives you much greater control over
when the update is performed. (It was the default behavior in Kubernetes
1.6 and earlier)

If you aren’t concerned with the order in which Pods are updated, you can 
set the Pod Management Policy option to parallel. This will simultaneously 
update multiple Pods in the StatefulSet regardless of order or the 
availability of other Pods.
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MANAGING MULTIPLE KUBERNETES 
ENVIRONMENTS EFFICIENTLY

O B J EC T 6.

Teams managing multiple Kubernetes environments eventually face the problem of deploying workloads 
consistently across each environment. Much like how ConfigMaps are useful for modularizing Pod-
specific configurations, templates are useful for modularizing environment-specific configurations.

Templating tools like Helm, kustomize, and Razee allow you to dynamically apply environment-specific 
settings to a Kubernetes configuration. This allows you to define a StatefulSet, Service, or other object 
once, and easily redeploy it to different environments.

For example, the following specification shows a horizontal pod autoscaler configured using Helm 
templates. The service name and number of replicas can be configured independently of the 
specification. When the template is rendered, it generates a YAML file by replacing these variables with 
your environment-specific values:

As with ConfigMaps, we recommend using version control and semantic versioning to manage and 
track changes to your templates.

{{- define “deployment.autoscale” }}
apiVersion: autoscaling/v1
kind: HorizontalPodAutoscaler
metadata:
  name: {{ .Values.service.name }}
  namespace: default
spec:
  minReplicas: {{ .Values.autoscale.minReplicas }}
  maxReplicas: {{ .Values.autoscale.maxReplicas }}
  scaleTargetRef:
    apiVersion: apps/v1
    kind: Deployment
    name: {{ .Values.service.name }}
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CONCLUSION

Kubernetes might not have been originally designed for stateful applications, but recent 
versions provide a great degree of support. The release of StatefulSets made it much 
easier to deploy and scale stateful applications in a safer and more resilient way. Recent 
Kubernetes versions have added additional helpful features as well, including dynamic 

disk provisioning.

Despite the fundamental difference between stateless and stateful applications, 
Kubernetes still offers a high level of flexibility and automation, whether running on 
bare metal or on a managed platform. Kubernetes allows us to automate our stateful 
applications across multiple cloud environments, while maintaining lightning-fast 

performance and a high degree of availability.

If you would like to learn more about how LogDNA leverages Kubernetes for stateful 
applications, you can watch this webinar presented by our Head of DevOps, Ryan Staatz. 
To learn more about how we run Elasticsearch at petabyte scale, watch the corresponding 

webinar or read our whitepaper.



ME ZMO WHITEPAPER RUNNING STATEFUL SERVICES ON KUBERNETESP.17

LogDNA is a centralized log management solution that empowers DevOps teams with the tools 
that they need to develop and debug their applications with ease. LogDNA provides context for 
user’s logs and their environments to help them understand the overall health of their systems 
and identify trends. Users can choose how they want to see their logs, save Views to share 
with team members, and create custom data visualizations. Flexible deployment options and 

service plans put users in control every step of the way.
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