
How to Invest 
in Reliability:         
Top 4 Priorities

Product reliability is critical, so 
take the time to invest properly.

© 2022 BLAMELESS, INC.



03

SHARED 
UNDERSTANDING

11

PROCESS 
ADJUSTMENTS

19

CULTURE 

07

HUMAN  
CAPITAL

15

TECHNOLOGY 
TOOLS

21

BRINGING IT  
ALL TOGETHER

Contents



The world is online. Whether you’re banking, shopping, eating, 
or entertaining, you need to embrace a digital path to success, 
especially post-pandemic. As consumers, we’ve come to expect 
a certain level of excellence from the first moment we login 
to browsing, searching, selecting, and transacting. Smooth 
access, intuitive interface, and responsiveness are foundational 
requirements for an online experience. If your expectations aren’t 
met within a few seconds, you will likely give up and move on to 
the next closest offering. In some cases, you may vow to never 
come back or, if you’re particularly frustrated, you socially share 
the poor experience, with the goal of saving others — but if we’re 
honest, it’s because you want to ding the brand, negatively!

In a word, this is Reliability, and to modern engineers, it’s SRE (Site 
Reliability Engineering) in both theory and practice. The discipline 
of SRE is generally practiced by DevOps teams and while relatively 
new and forming, has grown quickly over the past few years. 
DevOps, simply stated, is the unified work of engineers who code 
new features or fixes alongside operations engineers that pay 
attention to latency, traffic, saturation and other critical signs to 
indicate system health, in real-time. 

Google wrote the SRE book in 2016, which is the go-to guide for 
teams who desire to become more efficient spending time on 
the planned (innovative) work. The reason Google instituted and 
wrote the book on SRE was because they wanted to cut down time 
spent managing incidents – referred to as unplanned work – which 
generally involves debugging and fixing. 

Do business owners + 
engineers have the same 
understanding?

One could view DevOps 
as a generalization of 
several core SRE principles 
to a wider range of 
organizations, management 
structures, and personnel. 
One could equivalently 
view SRE as a specific 
implementation of DevOps 
with some idiosyncratic 
extensions.

SRE BOOK INTRODUCTION:  
DEVOPS OR SRE?
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How do companies 
achieve reliability today?
First and foremost: failure is inevitable. But this isn’t such a bad 
thing! Failure is a learning opportunity that gives deeper insights 
into what’s happening in production right now so you iterate and 
improve going forward. Systems continuously evolve as releases 
are shipped at a higher velocity than ever before. If teams are 
not prepared with tools, runbooks, and skills training, it leads to 
fragile environments with a direct impact on the socio- part of the 
sociotechnical system of engineering, and the overall business. 
Google’s DORA State of DevOps report updated annually since 
2014 pulls research from ~ 32,000 practitioners and states that 
reliability excellence comes from a few areas, categorized as:

 Æ Culture

 Æ Product and process capabilities

 Æ Lean management and monitoring capabilities

 Æ Technical capabilities

 Æ Outcomes

All of these areas have interconnected  
relationships and dependencies that  
naturally evolve over time, as organizations  
scale and mature.

Image source: Google Cloud DORA’s State of DevOps research program
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It’s complicated. Add to the fact that many services run in 
cloud-native environments – public, private, or hybrid – on a 
microservices architecture. Distinct engineers focus on distinct 
parts of the overall service and so they naturally become 
expert on that, and only that. This model is beneficial for 
scale. That said, all teams must work in unison to maintain 
the reliability of the service, which is no easy task. In order to 
become more proactive and spend less time in the toilsome 
debugging aspects of a service, teams adopt Service Level 
Objectives (SLOs) which are essentially KPIs for services. SLOs 
allow engineers to focus on the most critical parts of the 
service that users really care about. More on that topic later.

In the 2021 Dora report, elite teams ship multiple times per 
day, deploy to production in less than one hour, with time to 
restore service in under an hour when an incident occurs, and 
a failure rate of 0-15% when pushed to production. The elite 
group accounts for about ¼ of all teams surveyed in 2021. This 
is good news because the elite group has grown year over 
year, indicating greater overall maturity and sophistication.

time to restore service

SOFTWARE DELIVERY  
PERFORMANCE

lead time for changes

deployment frequency

OPERATIONAL 
PERFORMANCE

reliability

change failure rate

Image source: Google Cloud DORA’s State of DevOps Report 2021
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So, how are DevOps  
and SRE related?
According to the 2021 report, SRE and DevOps are highly 
complementary and research demonstrates their alignment.

SRE adoption has grown over the past several years with a 
direct goal to improve service reliability, and at the same time 
optimizing other desired outcomes that include:

 9 Less rework

 9 Less deployment pain

 9 Less burnout 

 9 Improved culture and work environment

According to a recent LinkedIn report, the SRE role is in the top 
25 most sought after during 2021/22. There’s a clear shortage 
which isn’t surprising since the practice is relatively new, added 
to the fact that there’s a global scarcity of seasoned engineers. 
Team-members who practice SRE, often holding that job title, 
essentially practice or conduct jobs that are typically done by a 
development engineer (coding) including jobs that overlap with 
operations teams, in addition to process creation. SRE is often 
the glue that pulls disparate teams together, even outside of 
the engineering function. Responsibilities include a combination 
of tooling, practices and reliability ownership, both today 
and long-term. This blog by a Honeycomb SRE is an excellent 
example that shows the changing nature of the role over time.

Adopting SRE practices, assuming you have DevOps in place, is 
not a once and done exercise. It requires adjustments across a 
number of areas. Like any multi-step initiative, it’s best achieved 
when broken up into distinct work streams. For the remainder 
of this eBook, let’s address the main resource investment areas:

SRE is a learning discipline 
that prioritizes cross-
functional communication 
and psychological safety, 
the same values that 
are at the core of the 
performance-oriented 
generative culture typical  
of elite DevOps teams

GOOGLE CLOUD DORA’S  
STATE OF DEVOPS REPORT 2021

 Æ Technology tools 

 Æ Culture

 Æ Human capital

 Æ Process adjustments 
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When teams experience an increase in incidents or when a few 
high severity issues cause damage to the business, it tends to 
escalate and get executive-level attention. A knee-jerk reaction 
is to reassign existing engineers to investigate more deeply 
what’s happening or alternatively to look outside and hire new 
engineers, or consultants deemed more knowledgeable.

There are a few issues with this approach. Hiring is expensive 
and it takes cycles to onboard and train. Meantime, existing 
team-members shift focus and spend cycles triaging, debugging 
and fixing which can mean a lot of manual work and worst case, 
burnout and attrition. It might be an overgeneralization, but 
most engineers prefer to work on new projects versus tech-debt 
or rework. There’s always maintenance and fine-tuning, but if 
these far exceed new projects, it will have detrimental effects on 
team morale pretty quickly.

It’s dangerous to assume that newly hired engineers will easily 
fix the issues. Besides taking time to on-board, there’s getting 
a basic understanding of the business, the customer journey, 
underlying systems, tools, and processes which can take at 
least a quarter to learn. If the team is already proactive, they’re 
tracking how much time is spent on incidents and time to 
resolution metrics, but that’s just one piece of the overall puzzle. 

Incidents are usually a symptom of other issues, which requires 
broader analysis to understand the big picture across all 
aspects: tooling, processes, and ownership, plus whether the 
team is trained and set up for success.

Human Capital
SO YOU WANT TO THROW MORE ENGINEERS  
AT THE PROBLEM?

TAKEAWAYS

Hiring takes time  
and is expensive.

SRE practitioners are  
in short supply.

New hires don’t immediately 
know the business and 
engineering complexities.

Onboarding takes cycles  
and investment time from 
existing teams.

Re-assigning existing teams  
can backfire if the work is 
manual and toilsome.

The business suffers if 
engineers spend too much  
time fixing vs new work.
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How to streamline: avoid 
putting more engineers 
on the problem
The first question to ask is how much time do teams currently 
spend on incidents. You could review this by incident type, 
severity, and part of service to get at least a picture of unplanned 
vs planned work. Perhaps all engineers are on-call or maybe it’s 
operations or SRE teams, but you can easily calculate the base 
cost of an incident calculated from team salaries and the amount 
of time each person spends on issues that need immediate 
resolution. Of course you need a way to track how much time is 
spent on incidents each day, week, month and so on. If you don’t 
have a tool or solution that does that today, it will be erroneous 
and very difficult to share outside the core on-call team.

KEY QUESTIONS TO UNDERSTAND THE  
HUMAN CAPITAL RELIABILITY INVESTMENT

• How much time is spent resolving incidents weekly, monthly, quarterly?

• Is the current process a distraction to other team-members that aren’t on-call?

• Which process aspects that currently impact time spent on incidents can be streamlined? 

• Are there specific factors in your service that drive up the frequency or type of incidents?

• Can this be better managed with a smaller, distinct team?

• How proactive are communications across all engineering? Example, how do you notify 
relevant team-members when you push a release, before and during the event.

MEASURING THE COST OF RELIABILITY
For each org your definition of reliability will change as time passes 
and your offering matures with more users. It’s certainly not 
something you should revisit each month or even quarter but for 
fast-growing teams, it should be reviewed at 6 month increments.
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It’s safe to say that 100% reliability is almost impossible to achieve 
due to extremely high costs across a number of factors. A good 
first step is to figure out how much investment is required to 
achieve your required level of reliability. This of course can differ 
by service type, which we typically call the 4 9’s or 5 9’s. According 
to recent DORA reports, reliability should not only be an availability 
measure. It needs to consider (minimum starting point): Traffic, 
Latency, Errors and Saturation. For a deeper dive, check out 
“Beyond the Four Golden Signals” ebook.

RELIABILITY INVESTMENT FACTORS
This blog by Expedia summarizes what’s important, which was 
based on this AWS presentation: Beyond five 9s: Lessons from our 
highest available data planes.

The table below outlines the important cost questions:

Key Cost Question The “Why”

For each feature shipped, what is the time to Test? More testing = higher cost.

Are operations + SRE’s fully prepared  
when new releases are shipped?

Advance planning = follow  
the playbook + escalation.

Are major releases shipped in a staggered  
approach to alleviate downstream incidents?

Minimum impact to customers  
= less “fall-out” and reduce on-call toil.

Is the customer support team prepared  
when new releases are shipped?

Reduce unplanned work for support.

Is there enough capacity to handle the  
expected increased load (over time)?

Anticipate market response.

Does the release include A/B testing  
and is operations prepared?

Critical for triaging during incident response.

How much redundancy is built in?  
Is it geographically dispersed in the event of an outage?

If Sev0 occurs, what’s the fail-over plan?
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RELIABILITY COST FACTORS
Now examine costs on the response side.  
The table below highlights important questions.

Key Cost Question The “Why”

What’s the cost of a minute of outage, an hour and a day?
Impact on revenue = unable to conduct 
commerce.

What’s the current outage frequency by week, month, year? Degree of revenue impact.

What’s the impact to users by  
incident number, type and severity?

Impact on customer churn, renewal + upsell.

What % of operations/SRE’s time is spent  
on-call vs build or proactive work?

Cost of lost time on planned, innovative work.

What % of developer’s time is spent  
on-call debugging, triaging?

Engineering toil with troubleshooting.

How much time is spent doing  
retrospectives post-incident, by team?

Time on manual work to pull critical learning data.
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As engineering teams grow and become specialized, it’s hard to 
get everyone on the same page. Documenting a runbook on, say, 
handling on-call, escalation policies, and step-by-step actions by 
team roles are absolutely critical to drive efficiencies.

Teams get busy, heads-down working on new releases, so it’s 
difficult to step back and document the entire runbook, end-to-
end. Unfortunately, it tends to be an afterthought or done by a 
manager who writes it in a vacuum, missing the important step of 
getting buy-in from all participants.

Track all milestones  
and touches during  
an incident
If incidents aren’t proactively tracked, including capturing relevant 
data from monitoring and observability tools, it slows everyone 
and everything down. Without tracking all communication 
touches – chat, video calls, email, and follow-up actions – those 
conversations become siloed, or worse, forever lost and forgotten. 
Down the road when a similar incident reoccurs, the lack of 
centralized information and searchability causes org strain and a 
missed learning opportunity.

Process Adjustments
GOT RUNBOOKS. TRACK THE RIGHT DATA. 
CONTINUOUS LEARNING?
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Retrospective:  
learning for all
If you aren’t rotating on-call schedules across multiple engineers 
and ops team-members, you must capture the critical learning 
data which is summarized in aggregate form that comprises a 
retrospective report. It’s an excellent opportunity to inform others 
that weren’t on call for that incident to uplevel and impart tribal 
knowledge. This is the best way to train new engineers or uplevel 
junior team-members who can continuously learn as systems 
evolve. In this way, you become a more streamlined, cohesive org 
which also speeds everything up for future incidents.

Not all incidents are the same. In fact, many minor incidents 
occur that most users don’t even know about. This falls under 
maintenance and fine-tuning work which eventually needs to be 
addressed or potentially could become a bigger impact issue. By 
documenting all incidents at the outset, you learn as a total team 
and you start to flex the muscle of reporting outside engineering. 
In this way the entire company understands the importance of 
reliability and how it’s performing against critical metrics. 

Communication matters: 
during and post incident. 
Relevancy is the point.
When on-call is working through an incident, the last thing they 
need is interruptions with repetitive questions because business 
leaders are stressing about customer impact or brand damage. 
By streamlining how and when to communicate, you unburden 
the team that’s focused on fixing. Everyone stays informed and 
engineering is enabled to do their best work.

If your process is unclear and you have no way to centralize 
important data, the business suffers. 

TAKEAWAYS

Lack of runbooks causes 
confusion and chaos, especially 
for busy, growing teams.

Disconnected tools and lack of 
centralized data slows everyone 
down.

Poor or no retrospective misses 
important opportunities to learn 
and train new teams.

Lack of the ability to 
communicate during and post 
incidents to all stakeholders 
outside engineering stresses 
everyone out and causes swirl 
and more work.

Re-assigning existing teams  
can backfire if the work is 
manual and toilsome.

The business suffers if 
engineers spend too much  
time fixing vs new work.
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How do you create 
runbooks and collect the 
important data?
Often writing it down in a Google doc with charts is a good first 
step. However, you must collectively follow all steps and make sure 
to not miss any, especially in the heat of managing a high severity 
(Sev0, Sev1) incident.

The best way to impart and ‘embed’ runbooks into the team’s 
DNA is to configure steps and actions in a dedicated incident 
management product, purpose-built to guide everyone through 
workflows, end-to-end. 

This same dedicated platform must integrate with all necessary 
front end steps of incident acknowledgement that starts with 
alerting, based on thresholds set in your monitoring systems. 
Collecting all important data including charts generated is usually 
the very first step. Then, tracking that golden thread of data all the 
way through is the best way to unify and delegate tasks during and 
post-incident.

If you don’t collect the right data points along incident 
management process steps, you will be knee-deep  
in manual grind when the incident is closed. 

Acknowledge Collect Team
& Gather Info

Resolve

Update

Retro

Status Page
Internal Updates

Triage, DebugInvestigate

Alerts

Start Incident

Incidents Slowing You Down?
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INCIDENT MANAGEMENT: IMPORTANT QUESTIONS TO ASK

• Is your runbook process integrated into the tools you rely on today? 

• Can you easily configure and adjust as you grow?

• Are you collecting all relevant data during each incident step? For example: time to 
acknowledge, severity and type of incident, time to update as the incident is worked and 
changes status, updates to Statuspage?

• How do you communicate at the most critical points to:

 – Business leaders
 – Support teams
 – Customers
 – Partners, and 
 – Other engineering teams?

The retrospective (or post-mortem) is the final step before 
closing out the incident. That report should be shared with 
anyone who needs to (or wants to) know. If it takes hours 
of engineering time to stitch together ‘what happened’, 
that’s time away from important work which increases toil 
and unnecessary burden, especially if teams were up all 
night fixing! Your tooling should make retrospectives easy, 
automatically collecting and sharing the relevant data.
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Most engineers dislike tool bloat! The goal is to streamline and 
select the most effective solutions that match your use-cases and 
process steps. In many cases a specialized, purpose-built tool 
helps to adapt key processes and it absolutely speeds up team 
alignment. Timing of roll-out depends on the team’s size, maturity, 
and pace of growth, but it’s always good to implement early and 
before problems occur. 

For operations and SRE teams, monitoring and observability are 
a must-have. If you’re pushing releases at any frequency, you’re 
likely relying on a CI/CD platform including a feature flagging tool. 
Regardless of open source or proprietary, it’s practically impossible 
to get anything accomplished at scale without a core set of DevOps 
tools in the following categories:

 9 Alerting

 9 CI/CD

 9 APM (Application Performance Management)

 9 Messaging

 9 Metrics Monitoring

 9 Observability

 9 Ticketing

 9 Video Conferencing

Technology Tools
WHY DO WE NEED SO MANY  
AND DO THEY INTEGRATE?
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Outside of these go-to capabilities that help to keep production-
level applications performing as expected, including when pushing 
new code, you need a dedicated solution to manage all steps and 
data capture for incidents. These capabilities are also designed 
to guide engineering priorities, based on the performance of the 
critical parts of your service – SLOs, which we touched on earlier. 

When you’re capturing important incident-related data, you must 
continuously analyze in order to know how well you’re executing 
as an entire team. Insights that inform service health now will drive 
decisions that impact your future state. Forward planning is key to 
avoid manual work which burns out teams and causes churn. 

To avoid that dangerous cycle of unhappy customers and unhappy 
developers, you need to foresee how future issues may arise and 
so start implementing tooling in advance. It takes weeks to months 
when rolling out new tools and longer timeframes for adoption 
rates to show payoff. Budget approvals also take time and you 
need to allow for team bandwidth to learn and adopt those tools.

So before we address the final part of reliability investment 
- culture - let’s dive into key feature requirements, from a 
capabilities perspective. 

EVALUATE THE NEEDS OF YOUR BUSINESS

The standard checklist tables on the next two pages pages summarize sets of 
features to help you  gauge if you have those in-house today or need to invest in 
tooling and training in order to streamline and augment your current use-cases.

Forward planning is  
key to avoid manual  
work which burns out 
teams and causes churn.
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Features Checklist Yes No

Configurable runbooks (process steps by function and role).

Integrations with core DevOps tools  
(Alerting, APM, Observability, Messaging, On-call schedules).

Built-in chatbot capabilities with messaging tools (e.g. Slack, MS Teams).

Auto-track event timeline from incident start to close.

Auto-invite on-call team-members to channels  
(based on service ownership and SMEs).

Auto-escalate, based on runbook and policies.

Trigger-based communications, (e.g. incident status change)  
with pre-approved, editable templates - email, text.

Auto update Statuspage, trigger-based.

Contextual incident creation based on agreed-upon SLOs  
(+ respective SLIs).

Structured tasks and workflows automatically upon incident creation, including Jira 
tickets & followup actions, post incident.

Automatically create retrospective reports, editable and shareable.

Configure custom questions that give structure 
to a post-mortem or retrospective report to improve learning.

INCIDENT MANAGEMENT  
(RESPONSE AND RETROSPECTIVES)
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Features Checklist Yes No

Define Service Level Indicators (SLIs) for a specific part of your service based on a user 
journey path. Example - combine the 4 golden signals (traffic, saturation, error rates, 
latency) for each step of a common usage for your service, weighted based on how 
important it is to users.

Easily create new SLOs step-by-step, actionable with specific configurations. Adjust 
and iterate existing SLOs.

Show timelines to track the SLO error budget and alert when you need to investigate 
at-risk services.

Tie agreed SLOs to time-based insights across teams, service types and incident types. 

Implement SLOs-as-code with an easy to use interface allowing for scale and easy 
adjustments as you learn and iterate.

SERVICE LEVEL OBJECTIVES (SLOs)

Features Checklist Yes No

Ability to identify patterns and trends with configuration metrics charts and 
dashboards.

Time-series data visualized on key MTTx metrics you need to proactively track.

Run queries, slice and dice the data across different teams, services, incident types 
and more.

Share insights with broader teams outside engineering. Easily export data to further 
analyze inside dedicated analytics tools.

RELIABILITY INSIGHTS TRACKING / ANALYTICS 
(REPORTING & DASHBOARDS)
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If you’re a product-focused company that provides a service to 
your customers, you absolutely want to know how it performs on 
a day-to-day basis. When there’s errors, bugs, poor performance, 
or even a bad user interface, you’ll want to know so you can 
communicate and work around it. In some cases, you’ll want to ask 
users for feedback so you can improve and ultimately win against 
your closest competitors.

Over time, you will learn that reliability of your service (or app) is 
a critical must-have to build and sustain a healthy business and 
when there’s degradation over a prolonged time, it’s not only bad 
for end-users but also for the internal teams that need to maintain 
those services.

Reliability. It’s a  
business imperative.
Earlier we touched on using SLIs and SLOs to proactively improve 
reliability, keeping customers top of mind. Reliability metrics 
can include the golden signals mentioned earlier (traffic, latency 
etc.), and it can also include other metrics like crash rates, launch 
speeds, accuracy of results, and anything unique to your business. 
Point is, if it impacts the end user, it should be factored into your 
reliability plans. Tuning your reliability to the customer experience 
impacts more than just the SRE team or DevOps function. It 
starts even earlier with the Product Team. You might forgo the 
one feature you’ve been planning to add — and that perhaps 
is a “simple” project — for a reliabillity improvement that may 
dramatically improve the user experience.

Culture
DOES IT FEEL FORCED OR  
JUST WRITTEN DOWN?  
IT MUST BE LIVED!
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It’s all about the  
end-user experience
Calibrate according to the customer experience, and you’ll let 
out a huge sigh of relief. Why? You eliminate the pressure to 
blindly follow metrics and KPIs that other tech orgs are aiming 
for just because they’re doing it. You can set the goal posts 
wherever it makes sense to maintain customer happiness, at 
that point in time. This also means decision-making gets a lot 
easier. By calculating the impact something will have on the 
customer, you can quantify and rank priorities.

SRE culture also turns every incident into a learning 
opportunity. Incidents are never the fault of only a human. 
Don’t ask yourself, “who’s the person who may have caused 
this error or issue?” Ask yourself instead, “how do we improve 
a system that’s vulnerable to a single point of error?” It’s one 
thing to instruct employees to embody a blameless culture. 
That will only get you so far, and it’s usually never lasting. 
It’s more effective to demonstrate a blameless culture to 
your team first, starting with the way you approach incidents 
and continuous learning. Ask different questions. Approach 
problem-solving with humility, curiosity, and holistic thinking.
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A reliable service is no longer a “nice to have”. Successful, growing 
businesses depend on reliable services in order to deliver an 
excellent customer experience. As business stakeholders and 
engineering teams work more closely, share the same language 
and “health” metrics, they will build a strong connective tissue 
or interlock which helps to better navigate where investments 
can move the needle. Engineers spread thin or lacking clear 
goals, tools and a shared culture will stick around only if they see 
improvements coming or a light at the end of the tunnel. 

It’s an engineers market. SRE’s are in high demand and they have 
come to expect excellence inside their teams as well as across 
other business units including top-down visibility and investments. 

Ultimately the markets decide. Consumers of digital products, 
spoiled with excellent and reliable experiences, continue to 
lay on the pressure. Unhappiness comes in the form of churn, 
disconnects or unsubscribes. Don’t let that happen to your 
business. Invest in reliability now and build a cohesive, clear plan 
that will pay dividends both in the near-term and for all your future 
happy customers and happy engineers.

Bringing it all together
SUMMARY
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About Blameless
Blameless drives resiliency across the software lifecycle 
by operationalizing Reliability Engineering practices. 
Teams share a unified context during incidents, efficiently 
communicate, and resolve quickly. With detailed 
retrospectives, teams up-level and continuously improve 
end-user experiences. Leading brands such as Procore, 
Under Armour, Citrix, Mercari, Fox, and Home Depot, rely on 
the Blameless platform to embrace a culture of continuous 
improvement, do more with less, and protect their customers.

Blameless is backed by Accel, Lightspeed Venture Partners, 
Decibel, and Third Point Ventures. For more information, 
please visit www.blameless.com and on LinkedIn, Twitter.


