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Organizations considering innovative solutions in a regulated space always have questions about 
legal compliance. In the context of employment selection, one common misconception is that a 
major gap exists between 1960s anti-discrimination laws and today’s AI-based hiring technologies. 
In reality, employment procedures in the U.S. have always been regulated in terms of scientific 
evidence, technical documentation, and statistical analysis.1  In other words, with today’s 
technology it is actually much easier for employers to comply with well-established standards  
than ever before.  

What does compliance with federal anti-discrimination law in the U.S. entail? In the simplest terms, 
employers are expected to ask themselves three questions about their hiring procedures 
and have evidence on hand documenting their answers.2  A carefully designed talent selection 
platform like pymetrics can automate this self-examination and preserve the necessary records so 
that employers, candidates, and regulators can be assured of legal compliance.
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A disparate impact analysis involves 
looking at the outcomes yielded by a 
selection method. Consider an employer 
who asks all job candidates to take a 
written test, and then filters out those 
individuals who receive below a set 
score. If rates of failure on the test are 
significantly higher among female 
applicants than male applicants, the 
assessment may have a disparate impact 
on the basis of gender.4

Record-keeping requirements for disparate 
impact analyses have been established 
in the official guidelines of the U.S. Equal 
Employment Opportunity Commission 
since the 1970s, but it goes without 
saying that online hiring has dramatically 
reduced employers’ burdens. Today, job 
candidates are asked to voluntarily share 
their demographic identity in the course 
of completing an application. These 
demographic labels are easily linked to  
scores on any screening procedures the 
applicant will go through, creating a 
comprehensive dataset for conducting 
disparate impact analyses.

pymetrics does not just collect the 
necessary data to satisfy regulators; we 
also use this information to proactively 
test every model we build for bias.5  To 
date, millions of people have gone through 
our platform and volunteered their 
identity information. Prior to deploying a 
model to screen a “live” candidate pool 
for an active job opportunity, we run a 
simulation whereby a random group of 
past candidates are scored by the model. 
Because this data is demographically-
labeled, we can determine whether 
evidence of bias exists and make 
adjustments to the algorithm proactively. 

Occasionally, employers wonder 
whether it’s permissible to adjust a 
hiring procedure to mitigate disparate 
impact. An instructive statement was 
made on this issue by the U.S. Supreme 
Court Justice Anthony Kennedy in the 
2009 decision Ricci v. Destefano: “Title 
VII does not prohibit an employer from 
considering, before administering a 
test or practice, how to design that test 
or practice in order to provide a fair 
opportunity for all individuals, regardless 
of their race.”6 Essentially, pre-testing 
algorithms for disparate impact is a way to 
give the people who build selection tools 
information on fairness-minded design 
choices. 

An employer needs to maintain records to 
ensure that any hiring procedure they use can 
be evaluated for bias against protected classes, 
or disparate impact (also known as adverse 
impact).3  

1

Title VII does 
not prohibit an 
employer from 

considering, before 
administering a 
test or practice, 

how to design that 
test or practice in 
order to provide 

a fair opportunity 
for all individuals, 

regardless of  
their race.”
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“What Congress 
has commanded 

is that any tests 
used must 

measure the 
person for the 

job, and not the 
person in the 

abstract.”

In the simplest terms, this evidence can 
be thought of as a validity study that 
summarizes (1) the candidate traits a 
hiring test is designed to measure and (2) 
the relationship between those traits and 
job performance. While these studies are 
only reviewed by regulators in the event of 
an investigation, employers should have 
them on hand proactively to both mitigate 
litigation risks and to be confident in the 
appropriateness of their hiring methods. 

Proactive validity studies have been 
considered a best practice in the world 
of HR for several decades, but have also 
been costly and required time investments 
from employers. In the past, occupational 
psychologists would visit a company’s 
physical site, study the work environment, 
try to gather enough workers in similar 
jobs for a sufficient sample, administer 
paper-and-pencil assessments, collect any 
available performance data, and conduct 
manual correlation studies. Once this 
intensive process was complete, employers 
were understandably disinclined to bother 
with exploring updates or improvements 
to hiring procedures once validated. 

Today, establishing the job-relevance 
of selection procedures has been 
revolutionized with advancements in 
machine learning.  

A hiring model can be “trained” on 
data from individuals who are already 
performing well in a job and then tested 
for predictive power using a data science 
process known as cross-validation. Cross-
validation allows algorithm developers to 
take a sample of workers with real-world 
performance ratings, hide those ratings 
from the system, and then test how well 
the system can predict the known ratings.8 

Employers may question if a tradeoff 
exists between efficiency and legal risks 
when it comes to an algorithmic approach 
to validity research. pymetrics uses 
advancements in technology to produce 
validity studies that are more aligned 
with regulatory guidelines than manual 
processes. This is because our models 
are locally customized, meaning they are 
designed to evaluate job performance in 
a particular role. The Supreme Court first 
articulated the importance of this idea in 
the landmark 1971 decision Griggs v. Duke 
Power: “What Congress has commanded 
is that any tests used must measure the 
person for the job, and not the person 
in the abstract.”9  In this way, the types 
of custom machine learning models 
pymetrics builds are enabling a civil rights 
principle established half a century ago. 

An employer should have evidence on hand 
that explains the job-relevance of their hiring 
procedures.72
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In many ways, this recorded search for 
less-biased screening procedures serves 
to disrupt complacency around long-
standing selection tools. As new methods 
for evaluating candidate competencies are 
introduced to the market, the expectation 
from regulators is that employers who are 
committed to anti-discrimination goals will 
assess their potential to improve hiring. 

While federal guidelines have directed 
employers to consider less-biased 
selection tools since the 1970s, the task 
was historically deprioritized by most 
organizations. Several factors contributed 
to this mindset, including the fact that 
it was cumbersome for employers to 
take on the task of validating new hiring 
procedures. Additionally, for several 
decades after the civil rights era, the 
prevailing opinion of assessment scientists 
was that an inevitable tradeoff existed 
between the efficacy and disparate impact 
of a hiring procedure.11  Employers who 
consulted psychologists about less-biased-
but-equally-valid selection tests were often 
told that no such alternatives existed. 

Where did the notion of a tradeoff 
between mitigating disparate impact 
and maximizing validity come from? 
Prior to advances in technology, hiring 
assessments were fully built and deployed 

before any efforts to mitigate bias were 
considered. While test developers might 
make slight adjustments to how a question 
was worded or scored, the scope of such 
edits was artificially constrained by the fact 
that the assessment was already built. A 
particular narrative about job performance 
had already been baked into the very 
design of the test and few technical 
strategies were available to question these 
assumptions.12

With today’s technology, the design 
of a hiring procedure is not arbitrarily 
limited by human-driven ideas about 
“employability.” Instead, data scientists 
can program an algorithm to examine 
every possible iteration of a selection 
model, subject to compliance-minded 
empirical constraints. While training a job 
model, pymetrics’ system specifically looks 
for the version that minimizes disparate 
impact while maximizing predictive 
performance.  In other words, the platform 
is designed to automate the search for the 
version of a job model that appears to be 
least-biased and most-valid according to 
pre-deployment testing.

Employers should have a record of any alternative 
hiring procedures they may have considered in 
an effort to reduce disparate impact.103
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Conclusion
When it comes to the question of whether AI hiring tools can exist alongside 

much older hiring regulations, the answer is absolutely. Algorithmic technology 

can be designed with almost any goal in mind, and because of established anti-

discrimination law, there is a clear outline of the central objectives. For pymetrics, this 

means testing for bias against protected classes, establishing validity evidence for a 

local use case, and considering less-biased alternatives in a proactive manner. 
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