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Data-driven organizations process more data than ever 

both in the cloud and on-premises. In this dynamic  

environment, data can become fragmented, making it  

difficult to get a complete and accurate view of all available 

data in the enterprise.

One way of delivering reliable and well-structured data is 

to automate the movement and transformation of data 

through data pipelines. Modern data pipelines help orga-

nizations connect to data sources quickly, identify and ex-

tract relevant data, transform it into a usable form, and load 

it into systems to support decision making and analysis. 

Because data pipelines consolidate from disparate sources 

into a common destination, they help organizations gain a 

complete view of enterprise data. 

However, data pipelines can be complex. As data flows 

from source to destination, it may undergo several pro-

cessing steps to transform raw data into data that can 

be consumed by applications or analytic tools. Workflows 

define the sequencing of jobs in the data pipeline and their 

dependencies on each other, but when an error occurs, it 

can be difficult to discover and resolve the initial source of 

the problem.To ensure that data is fit for use, a data pipeline 

needs consistent monitoring to check for data accuracy 

and pipeline reliability. Acceldata Torch can help.

What is Acceldata Torch?

Acceldata Torch is a data observability solution that  

provides visibility into the availability, reliability and quality 

of data that flows through complex data pipelines. As data 

travels from source to destination, Torch monitors data 

against user-defined policies to identify data and schema 

errors. It also monitors the reliability of the data pipeline 

itself. With machine learning, Torch infers problems,  

automates alerts and provides AI-based recommendations 

to help data engineers resolve problems quickly. Torch also 

monitors data lineage to help data teams trace root causes 

and prevent problems from occurring before they impact 

users, machine learning models or application workflows. 

Finally, Acceldata Torch simplifies data management and 

democratizes data access with self-service discovery and 

annotation tools that facilitate collaboration between data 

engineers, analysts, and data stewards.

With end-to-end visibility across data pipelines, Torch  

helps data teams better align their data strategy to business 

needs. They can investigate how a data issue impacts 

business objectives, isolate errors impacting business 

functions, prioritize work, and resolve inefficiencies based 

on business urgency and impact. 

Acceldata Torch
Observe Data Flow through Data Pipelines to Optimize  
Data Reliability, Quality, and Use
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Gain Visibility into Connected 
Data Assets

Acceldata Torch helps data teams monitor data sources 

and their assets. It provides out-of-the box connectors 

to databases, data warehouses, data lakes, files systems, 

analytic tools, integration services, and workflow platforms. 

In addition, data engineers can create new ones as  

needed. For a complete list of connectors, see “Acceldata  

Torch Integrations”. 

Once connected, Acceldata Torch simplifies data manage-

ment with automated metadata classification, data profiling 

and data cataloging to provide a comprehensive view of all 

data available to the organization. It displays information 

about each data source, tracks data assets, and reports on 

the quality of data used for analytics as shown in Figure 1.

Figure 1: Acceldata Torch / Data Source window
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Ensure Trust in Data with  
Policy Checks

Acceldata Torch helps data teams improve trust in data 

used for analytics and machine learning. It monitors data 

assets against user-defined policies for data quality,

reconciliation, data drift and schema drift. When issues 

arise, Torch delivers automated alerts and recommenda-

tions enabling data teams to take immediate action.

Ensure Data Integrity by Monitoring  
Compliance to Data Quality Policies
Acceldata Torch helps data teams create data quality poli-

cies that are assigned to asset types. For each policy, a data  

engineer defines quality rules that can check for missing 

data, duplicate records, incorrect format, values or 

patterns, invalid tags, out-of-range values, or business 

rules. During dataflow, Torch monitors data integrity against 

the quality rules, identifies incidents, and displays dash-

boards to help data teams resolve issues quickly. For exam-

ple, Figure 2 shows a failed policy check against a “Snow-

flake_Customers” table because schema matching, 

uniqueness, and null columns rules were broken. A user can 

drill into each quality error to gain more information or get 

automated recommendations to quickly resolve issues.

Improve Data Accuracy After Dataflow with 
Reconciliation Policies 
Acceldata Torch leverages reconciliation policies to ensure 

that data arrives as expected. For each reconciliation policy, 

a data engineer names the data source and destination, the 

type of comparison to be performed, and the comparisons 

to check such as: 

 

(>)  Last name = last name (100% equality threshold) 

 

(>)  First name = first name  (75% equality threshold).

Torch displays results in dashboards and may send an alert 

to a person for prompt action. For example, Figure 3 displays 

a list of violations between two tables and shows that the 

reconciliation policy failed because it didn’t meet the  

reconciliation rules for “First_Name” and “Married”. 

Figure 2: Acceldata Torch / Policy / Data Quality Policy Details window
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Reduce Data Errors with Data Drift Policies 
Acceldata Torch enables data engineers to create data drift 

policies to reduce unexpected changes to the data as it 

flows through a pipeline. A data drift policy measures and 

validates data against a tolerance threshold data charac-

teristics such as completeness, distinct values, mean, min, 

max, sum, standard deviation, and top 10 values. 

In Torch, data drift policies are executed every time an asset 

is profiled. During data profiling, Torch gathers information 

about how well data is structured, how parts are interrelated, 

and errors within individual records. Torch also tracks each 

profile that is performed. By comparing the difference  

between two profiles run against the same data asset, a data 

engineer can identify when a data drift error first surfaced.

Reduce Downstream Incidents with Schema 
Drift Policies 
Acceldata Torch helps data teams monitor schema drift. 

This occurs when a data source veers from the original 

schema used to define its structure. In Torch, schema drift 

policies are executed every time a data source is crawled  

by cloud or big data crawlers. During data crawling, Torch 

collects metadata about the data source (for example, 

tables, columns, fields, and views) and displays changes 

made to the schema. When changes are unexpected, a 

data engineer can drill down into the schema change to 

understand what happened and resolve the issue before  

it impacts downstream applications.

Respond Quickly with AI-Based  
Recommendations & Automated Alerts 
As Acceldata Torch builds expertise through machine  

learning, it begins to anticipate data quality issues and 

provides AI-based recommendations that data teams can 

apply to address common problems quickly. These AI-based 

recommendations can help eliminate manual steps, improve 

accuracy, and provide better coverage. 

When immediate attention is required, Torch alerts team 

members via email, Slack, Jira, or another application. In In 

Figure 3: Acceldata Torch / Policy / Reconciliation Policy Details window
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With end-to-end visibility across 
data pipelines, Torch helps data 
teams better align their data  
strategy to business needs.
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In addition, Acceldata Torch displays the results of all policy 

checks on the Incidents dashboard as shown in Figure 4. 

Successful executions are tagged green. Failed executions 

are tagged red. Once incidents are addressed, they can be 

marked as resolved.

Acceldata Torch provides greater visibility into simple or 

complex data pipelines used in the enterprise. A successful 

pipeline moves data efficiently, minimizes pauses between 

tasks, and keeps processes operational. Torch helps data 

engineers identify what pipelines to observe, manage 

data pipelines with workflow tools such as Apache Airflow, 

analyze data lineage as data flows through the pipeline, and 

resolve underlying resource or quality issues before they 

impact downstream processes. 

Figure 4: Acceldata Torch / Incidents window



Identify Data Pipelines to Observe
With Acceldata Torch, data engineers can identify the key

components of each data pipeline they want to observe.

Out-of-the-box connectors are provided and new ones can

be added easily to identify: 

(>)  Source: the place where data is extracted from (i.e. 

RDBMS, ERP, CRM, IoT device)

(>)  Destination: the endpoint of the pipeline where all  

data is loaded (i.e. data lake, data warehouse, or data  

visualization tool)

(>)  Flow: changes to data as it travels from source to  

destination (i.e. ETL or ELT)

(>)  Processing: steps to translate raw data into useable 

data (i.e. batch, stream, ML)

(>)  Workflow: the sequence and dependencies of  

processes in the data pipeline

Once connected, Torch monitors the pipeline and displays 

information about each component as shown in Figure 5.

Figure 5: Acceldata Torch / Pipelines
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integration, Airflow returns results to a Torch dashboard, 

enabling a data engineer to see the data pipeline flow of a 

“Customer Order” workflow that transfers data between a 

Databricks source and a Snowflake destination as shown  

in Figure 6. 

A data engineer can drill down into a Span of the “Customer 

Orders” workflow as shown in Figure 7. The dashboard shows 

Manage Data Pipelines with Workflow  
Management Tools 
Acceldata Torch also includes a Software Developer’s Kit 

(SDK) that developers can use to integrate Torch APIs into 

open-source workflow management tools for data pipelines, 

such as Apache Airflow. In Airflow, data pipeline workflows 

are represented in a Directed Acyclic Graph (DAG), which 

defines tasks, the order in which they should run, and the 

dependencies between them. Because of the programmatic 

event errors and warnings, and provides insight on the 

timeline of when and how events were executed. This en-

ables data teams to track the reliability of a particular span 

in the data pipeline workflow.

Track Data Lineage and Prevent  
Downstream Issues
Acceldata Torch tracks data lineage across complex data 

pipelines, allowing data teams to visualize and understand 

Figure 6:  Data pipeline workflow

acceldata.io        8

the origin of data, what happens to the data as it is  

processed, and where the data is moved over time. For 

example, Figure 8 shows an interactive Lineage dashboard. 

In this example, the “Customer_Orders” data asset is being 

populated by three upstream jobs (Amazon S3 to Snowflake 

transfer job, Databricks to Snowflake transfer job, and 

Snowflake details job). These jobs are receiving data from 

AWS Redshift and Amazon S3 jobs further upstream. The 



Figure 8: Acceldata Torch / Asset Details / Data Lineage window

Figure 7:  View Workflow Execution Spans to Uncover Error and Warning Events
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dashboard also displays how the “Customer_Orders” data 

asset impacts jobs further downstream.

Resolve Underlying Data or Resource  
Issues Quickly
Acceldata Torch is pre-integrated with Acceldata Pulse,  

enabling data engineers to address data pipeline, data 

quality, and data processing concerns from a single pane of 

glass. From an interactive dashboard, a data engineer can 

drill down on each processing step and to identify which 

events succeeded or failed. For example, when a data  

engineer clicks on the “Customer_Orders” data set  

(represented in green), Torch displays schema details  

that show whether the data remained consistent between 

the beginning and end of the process. When a data  

engineer drills down on the “Databricks” data source  

(represented in red), Torch launches Pulse to display  

information about the failed Spark process related to  

infrastructure, capacity or memory.  With the Acceldata 

Data Observability Platform, data teams get a complete  

and holistic view of pipeline reliability.

Simplify Data Management
Acceldata Torch leverages AI and machine learning to 

automate metadata classification, data profiling, and data 

cataloging. Automation improves productivity and reduces 

errors, while providing users with a clear understanding of 

data structure, content, and relationships.  

Automate Metadata Classification to  
Promote Data Use
Acceldata Torch uses cloud and big data crawlers to  

automate metadata classification when a data source is 

first connected. Data teams can also schedule data crawling 

against data sources at regular intervals to monitor schema 

drift. Depending on source type, Torch collects different 

types of metadata. For example, metadata collected for 

databases and data warehouses may include schemas,  

tables, columns, and views, while metadata for query services 

might include data sets, views, and query fields.

Automate Data Profiling to Improve Data  
Access and Quality
Acceldata Torch performs automated data profiling to 

examine and analyze data available in data sources. During 

data profiling, Torch gathers information about data types. 

It collects statistics, tags data with classification or glossa-

ry terms, and performs data quality checks. Torch displays 

the results in intuitive dashboards.

Centralize Access to Data Assets in a Unified 
Data Catalog
Acceldata Torch stores metadata and business glossary 

terms in a unified data catalog. This helps centralize an  

organization’s available asset inventory regardless of 

whether assets are in the cloud or on-premises. The  

catalog includes:

(>)  Metadata registry that organizes data assets in a  

hierarchical relationship for easy discovery. For example: 

database → schema → table → column → field.

(>)  A business glossary that helps users create business 

categories and link business terms to data assets.
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Acceldata Torch simplifies data  
management with automated  
metadata classification, data  
profiling, and data cataloging to  
provide a comprehensive view of all 
data available to the organization.



Increase Data Use and  
Democratize Data Access

Acceldata Torch facilitates data democracy with  

self-service discovery and enrichment tools, as well as  

dashboards that deliver rich visualizations. 

Discover Assets and Policies with Search  
and Filter
Acceldata Torch provides search and filter capabilities to 

help users find information about data assets and policies. 

Users can perform simple or advanced searches and narrow 

down search results using filters for:

(>)  Source type such as a MySQL, MongoDB, AWS S3 or Kafka

(>)  Data source connections

(>)  Asset type such as database, table, view, query, or file

(>)  Tags such as #email #company 

(>)  Labels such “Confidentiality or Sensitivity: High,  

Medium, Low”

Improve Collaboration and Data Discovery
Acceldata Torch enables users to annotate data assets 

with descriptions about assets, owners, or themes. Users 

can add labels to categorize data assets by purpose, owner, 

or business function and ratings (thumbs up or thumbs 

down). In addition, classification tags can be added to 

metadata. This crowd-sourced information helps improve 

data discovery and overall data quality.

acceldata.io        11

Benefits

Acceldata Torch provides visibility into quality and reliability 

of data that flows through complex data pipelines and 

into the reliability of data pipelines themselves. It can 

work as a stand-alone product, with Acceldata Pulse, or 

complement existing data quality and workflow solutions 

to provide the following benefits:

(>)  Provides 360-degree view of available data regardless 

of data type, data source, or data location

(>)  Improves data quality with automated policy checks  

for better decision-making and operations

(>)  Resolves quality, reconciliation, or drift issues  

quickly with automated alerts and AI-based  

recommendations

(>)  Eliminates errors that negatively impact downstream 

analytics and applications

Get a demo
Get a personalized demo here.

www.acceldata.io/request-demo

