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Introduction: ML adds complexity -- We solved for that

Zest AI has helped more lenders put AI-driven credit underwriting models 

into production than anyone on the planet. We’ve learned -- sometimes the 

hard way -- what it takes to get lenders up and running with compliant 

machine-learning (ML) credit models that approve more good borrowers 

faster and with less financial and compliance risk than traditional 

underwriting methods.



The ability to get models through compliance and into production is an 

increasingly sought-after talent as more lenders recognize ML’s superior 

results, faster approvals, and greater inclusion. ML is better at classifying 

risk than traditional credit scores because it can extract more insights from 

the nuances and patterns in any sizable applicant pool. A good ML model 

trained on loans from your market area (funded and unfunded) will help you 

spot many good borrowers overlooked by legacy credit scores.



Sure, ML adds some complexity. But it’s the same kind of complexity that 

comes with using any new technology. And we can help you manage that. 

We spent the last ten years automating and documenting the entire 

compliance and fair lending process while tackling the algorithmic bias 

problems inherent in any modeling exercise. Our clients are using more 

predictive and inclusive underwriting models than anything out there today.

Our series of Zest Guides teach you and your team how to get started with 

ML-powered lending. This Guide focuses on the five best practices in using 

ML models to underwrite consumer loans. Following these practices will 

allow you to pass compliance reviews and regulatory exams covering fair 

lending, safety and soundness, and Fair Credit Reporting Act compliance.  



e x p l a i n a b i l i t y

Safety and 
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knowing how the 

AI works



Explainability: knowing how the ai works

Solid advice: Pick a method for explaining your lending decisions that match your 
decision-making engine. For example, if you outsource your underwriting to an 
industry score provider, you can (legally) rely on what they tell you. But, on the 
other hand, if you use an old-school custom model, you can use old-school 
explainability methods like drop one or impute median. And, if you use ML, you 
need a Shapley-based explainability method, as we explain.



As you probably know, lenders are legally required to explain why they made their 
lending decisions, whether the decisions are made automatically using an 
algorithm or using manual underwriting. For approvals, safety, and soundness, 
regulators want to ensure lenders aren’t making bad loans. And for denials, 
consumer protection regulators want to ensure that lenders comply with the 
Equal Credit Opportunity Act and state and federal fair lending laws. For 
algorithmic decisions, this means that lenders must explain and document how 
the algorithm works. 



When lenders rely on the algorithm behind a general industry score produced by 

a credit reporting agency (“CRA”), they are legally allowed to rely on reason codes 
provided to them by the CRA. 

That makes life easy in one sense because the lender has effectively outsourced 
its underwriting to a third party.  But, in another sense, life is much more 
complicated because industry scores are becoming less accurate every day  
and because industry scores are widely recognized as racist and unfairly biased 
against black people.  So, those algorithms and explanations will face 
increasing regulatory scrutiny as time goes by.

(1)

(2)

Coronavirus Tanked the Economy. Then Credit Scores Went Up, Wall Street Journal, 
October 18, 2020.

(1)

(2)

Credit Scores ‘May Lose Some Power’ After Covid, Fed Warns,  Bloomberg, May 19, 2021.

Lisa Rice and Deidre Swesnik, Discriminatory Effects of Credit Scoring on Communities 
Of Color, NFHA - Discriminatory Effects of Credit Scoring on Communities of Color

https://www.wsj.com/articles/coronavirus-tanked-the-economy-then-credit-scores-went-up-11603013402#:~:text=While%20the%20coronavirus%20was%20pummeling,1.03%25%20%2C%20the%20score%27s%20creator
https://www.bloomberg.com/news/articles/2021-05-19/the-almighty-credit-score-isn-t-as-reliable-post-covid-fed-says
https://nationalfairhousing.org/wp-content/uploads/2017/04/NFHA-credit-scoring-paper-for-Suffolk-NCLC-symposium-submitted-to-Suffolk-Law.pdf
https://nationalfairhousing.org/wp-content/uploads/2017/04/NFHA-credit-scoring-paper-for-Suffolk-NCLC-symposium-submitted-to-Suffolk-Law.pdf


Explainability: Knowing how the ai works

Custom algorithms, especially ML ones, can solve the accuracy and racism 

problems (more on that later), but require lenders to produce their own 

explanations. There are several ways to explain an algorithmic decision--

whether it’s made by an ML model or a traditional one. Regulators are 

generally okay with a method so long as it produces accurate reasons for 

approvals and denials. That’s where things can get a little tricky with ML. 



Some lenders try to explain ML models the same way they explain other 

algorithms. They tend to use one of two seemingly reasonable methods: 

“drop one” and its cousin “impute median.” With drop one, lenders test 

which model variables contribute most to the model score by removing 

one variable and measuring the change in the score. With impute median, 

lenders do the same thing but, instead of dropping a variable, they replace 

each variable, one at a time, with the median value of that variable in the 

dataset. 



The problem with drop one and impute median is that they can only handle 

single-direction, single-variable relationships (an increase in variable X 

always increases the score). 


A machine learning model can have hundreds of credit variables with both 

positive or negative influences on the score. You need serious math to 

explain what’s going on inside the ML model.  



So how does one accurately capture and explain the interaction of so many 

variables (ML models often have hundreds or thousands) to identify the most 

important factors influencing the model’s decision?



The answer turns out to be quite simple: 

 Those 

mathematicians started trying to quantify how each player on a sports team 

contributed to the game’s final score, taking into account the number of 

baskets, touchdowns, or goals the player scored and the player’s assists, 

passes, and blocks. Game theory pioneer Lloyd Shapley eventually won the 

Nobel Prize in Economics because of this work. 


the mathematics of games. In the 

1960s and ’70s, certain mathematicians, sociologists, and economists 

became interested in what has come to be called “game theory.”



Explainability: Knowing how the ai works

Shapley’s proofs turn out to be a rock-solid way to explain how ML models make 

decisions. In the case of an ML model, the “players” are the model variables, the 

“game” is the model, and the “score” is the model’s output (in credit, this usually 

represents the probability of defaulting on a loan). That’s why applying game theory 

math to ML models works so well.



Shapley’s method precisely quantifies the significance of model variables in 

generating a given score for a given applicant. It also considers variable interactions 

to know precisely how much each variable contributed to the credit decision. 

Shapley proved his method is the only reasonable way of assigning credit in games 

of this sort. We have used Shapley’s approach (and its formal extensions) to explain 

millions of ML lending decisions for many different kinds of models throughout our 

history as a company.



Without accurate explainability, lenders don’t have real insight into their lending 

decisions. That leaves them exposed to financial and compliance risks, often without 

even knowing it. In contrast, accurate explainability renders the opaque transparent 

and allows lenders to reap the many benefits of ML underwriting: higher approvals, 

lower risk, increased fairness, and inclusivity.



F a i r  L e n d i n g  a n d  B i a s
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fair lending and bias: three steps to higher inclusivity

Lenders need to conduct fair lending analysis on every underwriting model 

they plan to use, whether it’s based on an industry score, old school methods, 

or machine learning. Algorithmic bias is real. Regulators know it. And they are 

looking to solve the problem by penalizing lenders and service providers who 

see it and do nothing. They’ll do it by rewarding industry players who are 

actively using solutions. Sticking your head in the sand is not an option, well, 

not unless you want to have it handed to you.


 


Fortunately, fair lending testing and review for an AI/ML model should look 

pretty similar to the process you follow today in most respects. You’ll need to 

conduct and document the outcomes of three main tests: disparate 

treatment (Are you considering a protected characteristic in the model?), 

disparate impact (Is bias showing up in outcomes driven by the model?), and a 

search for less discriminatory alternative models (Is there a less biased model 

that is nearly as accurate?). We built Zest software to automate each of these 

steps based on our experience working with lenders and regulators. Here’s 

what to know:



Disparate treatment analysis

No model, ML or otherwise, can use demographic characteristics directly to 

assess creditworthiness. 

This kind of disparate treatment is illegal. Any fair lending analysis must verify 

that variables directly tied to race, gender, age, and other protected class 

statuses are not predictive variables in credit decisioning. The standard way 

to spot disparate treatment is to find variables that correlate highly with 

protected classes. Some offending variables appear neutral based on their 

name and description, but you still need to test them to make sure that they 

are not proxies for a demographic characteristic, whether by themselves or 

in combination with other variables in the model.



To do so you should go beyond simple correlation and do feature proxy 

testing to spot variables that function as a close proxy for a prohibited 

characteristic. Zest software does this automatically. Feature proxy testing 

quantifies the ability of a variable to predict credit risk and protected class 

separately. For example, a predictive model built with a (hypothetical) feature 

that flags a lender’s Hispanic-majority neighborhoods will also be highly 

predictive of whether a randomly selected applicant is (or isn’t) Hispanic. 

Features that are predictive of the latter (but not the former) are easy to 

identify. Note that Zest performs this test without considering the underlying 

model, solely focusing on the input model features.



fair lending and bias: three steps to higher inclusivity

Disparate impact analysis

The Equal Credit Opportunity Act and its implementation through Regulation 

B also prohibit disparate impact (DI). DI occurs when a facially neutral practice 

has a disproportionately negative effect on a protected class on a prohibited 

basis, “unless the creditor practice meets a legitimate business need that 

cannot reasonably be achieved as well by means that are less disparate in 

their impact.”



The first step in disparate impact testing is to see if it’s there. Zest AI’s 

approach to DI testing looks at a credit model globally, all the variables and 

interactions at once, to figure out which features adversely impact protected 

class applicants more than their control group counterparts. For example, if a 

lender approved all applicants, but white borrowers scored better than people 

of color, this test would identify the features that led to the score differences 

between whites and people of color. By combining these features with their 

feature importance information, fair lending teams can assess and compare 

risk prediction and harming outcomes for a protected group. Features 

causing significant harm that offer little predictive value can be further 

examined and considered for removal by the lender.


While some in the industry may question whether disparate impact is a viable 

theory of liability under the current Supreme Court, Zest AI and many others 

stand by it. Plus, managing disparate impact is just the right thing to do.



As Lending Club wrote in a  to federal regulators about the 

use of AI, “the disparate impact regime for addressing potential unintended or 

algorithmic discrimination…[is also].. able to accommodate innovations in 

alternative data, machine learning, and artificial intelligence. In this sense, it is 

a pro-innovation policy. It can protect borrowers and allow technology 

innovations to create powerful credit models that deliver the lowest prices 

and greater financial inclusion. We view disparate impact as a potential model 

for pro-innovation regulation because of this outcomes-based approach.”

recent open letter

Louis Caditz-Peck, Director of

Public Policy and Regulatory,  LendingClub

“A strong disparate impact standard can] create powerful 

credit models that can deliver the lowest prices and 

greater financial inclusion.”

https://www.regulations.gov/document/OCC-2020-0049-0001/comment


fair lending and bias: three steps to higher inclusivity

Common sense would say, even if the court seems to be leaning a certain 

way, it is a long way from knocking down disparate-impact liability. When 

techniques exist to make your lending both fairer and more profitable, it's in 

your interest to use them. 



LDA Search + De-biasing 

As a final step in fair lending testing, regulators are going to want to see you 

have completed a thorough and well-documented search for any less 

discriminatory alternative (LDA) models. LDA search is how you show 

regulators and counterparties in legal claims your credit practice “meets a 

legitimate business need that cannot reasonably be achieved as well by 

means that are less disparate in their impact,” as the ECOA requires.



This “business justification” carve-out was written in an era when building 

fairer models usually meant less accurate underwriting, something no lender 

can sustain for long. With the performance gains of AI/ML, lenders have real 

options to deliver more profit and fairer lending. For example, one Zest client 

saw approval rates for women jump 26% after using a de-biased AI credit 

model. That’s something you can’t do right now with popular credit scores (or 

more people, for that matter). 

The method of LDA search we endorse uses a technique called 

, which allows lenders to “double-optimize” their underwriting 

models so they cause less disparate impact with only minimal impact on 

accuracy. The graph below shows how it works. The lender starts with a model 

in the lower-left corner, accurate enough but only approving 8.4 Black 

applicants for every ten white ones. Next, the lender tried to debias the model 

using the drop-one technique we mentioned earlier but yielded less accurate 

models that were easy to toss out based on the business justification. With 

ML models, the lender starts with far more accuracy to give back greater 

fairness using an automated tool for adversarial debiasing. 

adversarial 

debiasing

Likewise, a mortgage lender generated a model that shrank the approval rate 

gap between Black and white borrowers by 50%. AI-driven lending, 

appropriately done, holds the key to ending racial disparities in financial 

services. 

“Used properly, machine learning holds the key to ending 

racial disparities in financial services.”

https://www.zest.ai/resources/infographic-the-era-of-the-fairer-credit-score-is-here
https://www.zest.ai/resources/infographic-the-era-of-the-fairer-credit-score-is-here


fair lending and bias: three steps to higher inclusivity

These alternate models sacrifice little to no profit in exchange for a lot more 

fairness, pushing it higher by up to 10%. Lenders can choose the extent to 

which fairness enters into the process, develop many alternative models, and 

select one for production.


Key thing to remember: LDA search has to achieve fairness gains without 

using protected status as an input in underwriting, which can violate ECOA or 

Reg. B. At Zest, for example, we designed our LDA Search tool to optimize for 

fairness without knowing the borrower’s status. 



When presented with these new choices, some lenders will continue to select 

the most accurate ML model, all else being equal. That’s well within their right, 

but a growing number choose to deliver more fairness at a minimal cost 

across the board. They see approving more near-prime applicants as a 

growth strategy and a way to make good on their social commitments. As for 

liability concerns? We believe they’re unfounded. A financial institution can 

conduct these analyses under legally privileged conditions and significant 

lenders have used similar methods of identifying and choosing between less 

discriminatory alternatives for decades.



d a t a
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Data: you don’t have to get fancy

Machine learning algorithms can consume virtually limitless data types 

from unlimited sources in limitless quantities to make accurate predictions. 

However, the Fair Credit Reporting Act limits the types of data lenders can 

use for credit underwriting to those provided by credit reporting agencies 

or CRAs. So, lenders need to ensure they're using fully FCRA-compliant 

data sources in their underwriting.



Alternative data is all the rage, with lots of new evidence that the use of 

rent, utility, cellphone payments, and other cash-flow data can boost thin-

file scores. While there are great new platforms for sourcing open data, for 

now, you still need to make sure your data is FCRA compliant. We find that 

a richer use of standard bureau data remains an untapped resource. We 

get a lot of signal out of the bureau data that's already there.



d o c u m e n t a t i o n
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documentation; same as before, but with a twist

Here again, AI/ML-based lending will look similar to what you already do, 

with some twists. For example, ML models usually require more 

transparency in feature analysis and validation because their variables 

don't always point in the same direction, and there are many more of them.


That said, the documentation doesn’t have to be a chore. Zest software, for 

example, comes with an Autodoc application that, at the push of a button, 

produces a model risk management (MRM) report compliant with the SR 

11-7 model risk management standard set in 2011 by the Fed and OCC, 

the FDIC Financial Institution Letter 22-2017, and the NCUA’s Corporate 

Credit Union Guidance Letter 2013-02. The MRM documentation is dozens 

of pages long and explains model development, implementation, and use, 

along with the soundness of its validation, governance, policies, and 

controls. You may only need the executive summary. 



Either way, it’s a chance to up your compliance game. Now is a good time 

to do so, as federal and certain state regulators discuss imposing new or 

additional documentation requirements on risk models. Those moves 

could be two or ten years out but, to the extent you're not already 

prudentially regulated, you should be thinking about model documentation 

because it is a regulatory regime that's coming down the pike. 

One last note about documentation: Take special care to show your 

validation steps. All prudential regulators require models be validated to 

ensure they're accurate and performing as expected. But, because 

machine learning is new to most regulators, they will scrutinize your 

validation more than they would if you used a traditional method. So you 

should be prepared to show at least three essential requirements for a 

solid validation process, which we share in the next section.

https://www.federalreserve.gov/supervisionreg/srletters/sr1107.htm
https://www.federalreserve.gov/supervisionreg/srletters/sr1107.htm
https://www.fdic.gov/news/financial-institution-letters/2017/fil17022.html
https://www.ncua.gov/regulation-supervision/corporate-credit-union-guidance-letters/implementing-section-70421-enterprise-risk-management
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Validation: thoughts on quality control

One of the final steps in the compliance process is proving to the 

examiners or auditors that your models perform as expected and 

designed. That applies to all model components -- inputs, processing, 

outputs, and reports -- and applies equally to models developed in-house 

and from vendors or consultants. The three essential requirements to a 

solid validation process are:



Evaluation of Conceptual Soundness. You’ll need to assess the quality of 

your model design and construction and how careful you were to keep 

within common industry practice. This section is where you justify the 

modeling method used and why it’s appropriate for the purpose. For ML, it 

could be as straightforward as “intended to improve the risk assessment 

of loan applications to better support underwriting decisions to increase 

approvals and/or reduce losses within the loan portfolio.”



Ongoing Monitoring. Many lenders mistakenly believe underwriting 

algorithms are living, breathing organisms that learn and adapt over time. 

Far, far from it. ML lending models are trained and then locked down to 

pass validation. But they can drift a little if you’re not watching. Monitoring 

is essential to ensure the model isn’t losing predictive accuracy, especially 

as products, clients, and market conditions fluctuate.

Outcomes Analysis. This step involves comparing model outputs to 

corresponding outcomes. One way to do this (we recommend it) is to 

back-test the trained model on an “out-of-time” period not used in model 

development. It helps if the validation period is roughly similar to the 

model’s performance window. You can also run stress and scenario tests 

on a model, seeing what would happen if every applicant was missing 

bankruptcy data or had a thin credit file.



Conclusion
People say that getting a machine learning model through compliance is impossible. Far from it. While your first pass will take 
longer because regulators are relatively new to AI-driven lending, in our experience the regulators look favorably on the use of 
these kind of models because they tend to be more accurate and fairer. And compliance will only get easier as more industry 
participants and examiners get used to it.



AI-driven lending can transform your organization’s growth and bottom line. Putting in the time to understand the results and 
prepare your organization early will reap outsized rewards. Take advantage of outside resources to learn. We put out new 
learning guides all the time, including our definitive six-step guide to adopting machine learning, so check back frequently at 

Thank you for reading.


www.zest.ai



https://www.zest.ai/


Thank You

Schedule a demo today to learn how AI can help your 
organization make better and faster lending decisions.



hello@zest.ai

About Zest AI



Zest AI makes the power of machine learning safe to use in credit underwriting. Lenders using Zest AI software make better decisions and better loans—
increasing revenue, reducing risk, and automating compliance. Zest AI was founded in 2009 with the mission of making fair and transparent credit available 
to everyone and is now one of the fastest-growing fintech software companies. The company is headquartered in Los Angeles, California. Learn more at 
www.zest.ai and connect with us on  and .Twitter LinkedIn

mailto:hello@zest.ai
https://www.zest.ai/contact-us?utm_campaign=all&utm_content=futureproof&utm_source=paid&utm_medium=googlesearch&utm_campaign=BrandTerms&gclid=EAIaIQobChMI376l66S_7gIVIQnnCh1yLwK2EAAYASAAEgJ9r_D_BwE&utm_source=paid&utm_medium=googlesearch&utm_campaign=BrandTerms&gclid=Cj0KCQjw2NyFBhDoARIsAMtHtZ5iSF731GujrpqaBWLp6_7sfIgHWLBOIVxR7KiQuOLeskhj8obpyFoaAowuEALw_wcB
https://www.linkedin.com/company/29322289
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