
Dan Newman: Hello, I'm Dan Newman, Director of Product Design at NPR. Today, I 
want to share my perspective on designing and building great search experiences for 
your users. To be clear, I'm not talking about search engine optimization, although we 
are going to end up comparing ourselves to Google a fair bit over the next 45 minutes. 
Rather, I want to talk to you about the integrated search experiences that are part of 
your website, your apps, or any other digital platforms that you work on. 

First, I'm going to cover eight key considerations for creating modern search 
experiences. Then, I'm going to talk a bit about NPR's own experiences, rebuilding 
search on our platforms and unpacking some of the lessons you can take away from 
our experience. Finally, I'll do a little crystal ball gazing, and we'll talk about what some 
of the emerging and forthcoming technologies might mean for the future of search. 

Before I do that, I need to tell you just a little bit about myself. About a decade ago, I 
joined the nascent user experience team at Wolfram Research. Now, if you're not 
familiar with Wolfram, that's totally okay. It's not a household name for many folks. 
Wolfram is a longstanding math and science software company and relevant to our 
conversation today, Wolfram is perhaps best known for creating WolframAlpha. 

WolframAlpha is a computational knowledge engine and it was one of the first three 
data providers when Apple launched Siri in 2011. To this day, WolframAlpha provides 
many of the answers to factual and computational questions on Siri and on other 
platforms like Amazon Alexa. As the user experience manager, I oversaw the team 
tasked with thinking about the user experience for this new kind of search experience. 

Then, in 2014, I joined NPR where I've had the opportunity to work across our product 
portfolio on npr.org, NPR One, and many of the journalist-facing tools and services that 
power those platforms. Since I've been here, I've worked on several search and search 
adjacent projects, but we'll get back to that in a little bit. First, I want to go back in time 
and reflect on just how far we've come. 

[music] 

Ira Flatow: This is Talk of the Nation Science Friday. I'm Ira Flatow. Coming up a bit 
later, how scientists are using satellites to find out where and when disease outbreaks 
occur, but first, an internet update. There's a lot of information out there on the World 
Wide Web and many of us use search engines to help us find what we want. In fact, 
search engines are some of the most visited sites on the web. Think of names like 
Yahoo, Excite, Lycos, AltaVista, HotBot. 

Last week, researchers at the NEC Research Institute in Princeton, New Jersey, 
published the results of a study that put search engines to the test. How did they do? 
Well, not very well. In fact, the very best search engines may only be able to find about 
one-sixth of what's out there in cyberspace. How do search engines work? Do they 
work? Why aren't they better? What can you do to get to where you want to be on the 
web? Well, to answer some of these questions, I'm joined in the studio by Stephen 
Lawrence, a Research Scientist. 
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Dan: Twenty years ago, we were talking about Yahoo, Excite, Lycos, AltaVista, and 
HotBot, and how well they did or didn't work. Side note, we're also talking about 
scanning for viruses via satellite, which sounds like it might be pretty useful right now. 
Well, clearly some of the players involved in setting user expectations for search have 
changed and the technology has obviously improved by leaps and bounds, but users 
are still often left asking themselves, how do they work, and do they work? 

This is even more true of the many purpose-built search experiences that exist as part 
of products and platforms like ours. Now I have a question for you, take a moment and 
think about the last time you searched for something online. I'm guessing that for most 
of you, this was probably in the last 24 to 48 hours. Now, if you're anything like me, I'm 
guessing that many of you thought of a search experience from one of these two giants. 

Remember, Google also means asking a question of the Google Assistant on your 
phone or searching on YouTube, and Amazon also means asking Alexa a question or 
searching to watch on Prime Video. These two companies, along with a handful of other 
technology stalwarts that we're going to talk about today, are changing our users’ 
expectations when it comes to search, and it's up to us to keep up with the search 
experiences we build into our very own products. 

Now, here's some good news. Even though the landscape is changing, the core user 
needs for search systems still remain remarkably consistent. Take, for instance, this 
nearly 20-year-old definition from Jakob Nielsen, "Search lets users control their own 
destiny and assert independence from website’s attempts to direct how they use the 
web. Search is also users’ escape hatch when they are stuck in navigation." 

That's from 2001 and it still sounds pretty much spot on today. We know that search can 
be valuable to users, but why should we consider it important when we're prioritizing all 
of the various features and functionalities that we need to build for our digital products? 

Well, this list from the Bible of Information Architecture, the fabled Polar Bear Book, is a 
great starting point. Search helps when you have too much information to browse. 
Search can be a discovery tool. Search helps fragmented sites. Again, helping users 
uncover information they wouldn't otherwise be able to find. Search is a learning tool. 
They can learn about what your site contains by using it. Search should be there. Well, 
because users expect it to be there. 

This whole talk is about the importance of the mental models of search and users have 
come to expect that search is there. Lastly, search can tame dynamism. By dynamism, 
we mean the highly dynamic interfaces and environments that we build today. Search is 
a great tool to unpack those environments. 

It's worth considering this, though, from a decade ago, the choice of first resort for many 
users and tasks, search is a defining element of the user experience. Unfortunately, it's 
also the source of endless frustration. Search is the worst usability problem on the web. 
Again, that was 10 years ago, and I think while we've solved some usability problems, 
as technology evolves new problems just keep popping up. 
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Today, I want to talk to you about some key considerations that we thought were 
essential as we went about a major search re-platforming last year at NPR. Before we 
dive in, though, I want to underscore upfront, this is not a canonical list of everything 
you should have in mind when beginning a project like this. Rather, it's meant to be a 
starting point for considering your product needs and your audience expectations. 

With that caveat out of the way, first, fundamentally, modern search experiences tend 
towards giving answers rather than choices. Well, this has always been the Holy Grail 
for search, solutions instead of stacks of blue links. Google has arguably done more 
than anyone else to change user expectations here. With the introduction of Knowledge 
Graph in 2012, Google began to move away from those lists of links and towards what I 
lovingly refer to as organic-ish. 

Now, some of these results obviously come from crawled websites, some are curated 
and manually inserted, but the key thing here is that this is Google's attempt to try to 
provide a direct answer to the questions that users are asking. You can see the effect 
that this has for many Google searches between the Knowledge Graph box and 
federated results from other Google services, the user doesn't even see the first true 
organic result in that first screen full of content. 

Now, this is something that WolframAlpha has been trying to do since 2009. 
WolframAlpha tries to provide concrete answers to specific questions. That is how it 
differs from a traditional search engine. When I was working there, I think we may have 
led people astray by telling them, "It's not a search engine, it's a knowledge engine." 
Users who had never heard that phrase before said, "Well, what the heck is a 
knowledge engine?" 

You know what? We didn't do enough to explain it to them. By the way, if you're 
wondering what kinds of questions Wolfram is really good at, it's those that have very 
concrete, specific answers. In case you were ever curious about how many calories are 
in a metric short ton of Big Macs, the answer is 2,200,000 calories. Well, that's just 
terrifying. 

Second consideration. In many cases, search is no longer a discreet product or feature. 
It's simply a part of how the product works. It's implicit in the experience. For instance, 
can you imagine trying to navigate your Google Drive without search? I simply can't. I 
need to be able to type into that search bar to find the things that are relevant to me. 

When your Slack instance grows to hundreds of public channels, as NPR's has, how 
else are you going to navigate the complexity without search? Users have come to 
expect that search is a well-integrated function of a well-designed product and we need 
to meet that expectation. Number three. Users expect search, like many aspects of 
modern products, to tailor their experiences based on their history, their preferences, 
and their context, aka they expect the results to be contextually aware. When I search 
on Netflix, I only need to type in the letter C, and immediately Cars 3 comes to the front. 
Yes, indeed, I have a four-year-old son who is obsessed with Lightning McQueen and 

3



Cruz Ramirez, and Netflix knows it, so they use that information to tailor my experience 
and deliver the results that are most relevant to me. 

Or when I browse shows on pbs.org, PBS uses my location, Washington, DC, to match 
me with my local member station, WETA. They can use that relationship to customize 
my experience so that when I facet my results to shows about food, WETA's local 
production, Check Please DC, can come right to the top. 

Modern search experiences even use many forms of context in concert with one 
another to provide the ideal experience. Take Yelp—they combine location data, 
personal preferences, and even the time of day to build a unique result for each user. 
Clearly, one size fits all is not going to be an effective strategy for the future of our 
products. 

Next, users expect modern search experiences to handle whatever they throw at it, and 
without having to do additional work. This is tricky because your search can be very 
good at handling one genre of user query while being absolutely terrible at a different 
type of query. You'll never necessarily know which is which unless you look. 

Recently I was trying to figure out how to upgrade my subscription to the Washington 
Post to include home delivery. You would think with the current state of media, they 
would make this really easy to do, but for whatever reason, I couldn't find the right page 
to upgrade an existing subscription, so I turned to search. Friends, I tried all sorts of 
keywords that I thought might lead me to my destination—subscription account, home 
delivery—and none of them gave me anything except results from the news. 

Now, to be clear, Washington Post's search is actually very good at returning relevant 
results from the news, they just didn't account for my use case. By comparison, when I 
searched for subscription on the New York Times website, they absolutely nail it, first 
result, subscribe to the New York Times. 

Sometimes it's impossible to handle competing use cases well with a single result. 
There might be several correct answers depending on who the user is and what they 
want to know, and that's where federated results can come in really handy, categorizing 
results into different collections to serve different user needs. We used this approach 
rebuilding the corporate search engine for Wolfram. 

In this case we had results from all different places on our different websites, and no 
great way to rank them against one another. We were able to instead present them 
categorized, and then we ranked those categories based on the most likely matching 
category. As always, in information architecture and in content strategy, the key is to 
know your user to be able to deliver the experience that they need. 

Now, I always hear so much about the importance of good metadata, but it can't be 
overstated how important this is for search. As the saying goes, "Garbage in, garbage 
out." I promise that if Google, with all their resources, can't machine learn their way into 
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a good understanding of your content, your integrated search doesn't stand a chance 
without good metadata. 

If you're not familiar with it, schema.org is a resource for encoding metadata into the 
markup of your pages. You can expose and identify that metadata to third party search 
systems on the web, with those schema tags. That's great for SEO. This is what makes 
Google work better. That consideration of what metadata you should encode and what 
you should leave out is a great way to conceptualize the metadata that you want to 
provide for users of your built-in search. The taxonomy of metadata actually can 
jumpstart your consideration of metadata. 

Give you one example: The search system on Netflix. I've already referred to it once, 
but here it is again. It never fails to impress me, because on the basis of the robust 
taxonomy and data model, they're able to help steer me to content that I'm interested in, 
even when they don't have the thing I was looking for in the first place. 

In this case, I don't know why, but I searched for Justice League. Netflix doesn't have a 
license to stream DC Comics movies, so no surprise I don't get the expected results, but 
instead of telling me no results, they're able to use linked data and the fact that they 
have that full metadata catalog for titles that aren't even in their collection to highlight 
strongly related content. Really, I'm probably better off watching Thor Ragnarok over 
Justice League anyway. 

Importantly, metadata is only useful in a search context if it helps to deliver value to your 
user. You might remember me mentioning that WolframAlpha was an important data 
partner in Siri. Well, one day we got a report that a user had asked Siri for a picture of a 
deer, and we had returned a picture of a moose. Well, it turns out this was a case of 
what we call artificial stupidity. As I learned from this case elk and moose are technically 
members of the deer family, but by using that piece of metadata to return the image we 
did, we violated users' expectations. 

One of my favorite recent stories about meaningful metadata comes from the stellar 
product team at Etsy. At the time, the team was grappling with the fact that they had two 
groups of users. They have makers, and they have shoppers, and the expectations of 
those two groups of users were misaligned. For example, there were makers who saw 
the dolls they made as art, collectibles, figurines but most certainly not toys, whereas 
the users were looking for dolls, and they couldn't find the sellers' products since they 
didn't come up in the dolls category. Again, the sellers didn't want it to be found at the 
dolls category, but that's where you were expecting to find them. 

Their solution was a double taxonomy, which is really cool. The seller inputs were 
translated into a superset of categories to match user needs. The sellers could speak 
the language that they needed to speak, and the buyers could speak language they 
needed to speak, and the system was smart enough to match those to one another. If 
you want to deep dive on meaningful metadata, I cannot recommend highly enough that 
you seek out this presentation, or really one of the several excellent metadata this has, 
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that the Etsy team has given over the years. They really understand their users, and 
their user needs. 

Now if you work on digital platforms, I'm guessing you got into our line of work because 
you want to help make things better for real people. The good news is, our users have 
noticed, and now they're coming to expect that our search experiences will help guide 
them to the results they were looking for. It starts out with little things like the, "Did you 
mean spelling corrections on Google, or providing related searches that help the users 
expand or focus in on the query that matters most to them?" 

Of course, there are more complex examples, again coming back to the Netflix 
example, they have a huge catalog of content, but it's a specific domain of content. 
They let me know right up front that I'm going to get good results if I enter a title, a 
person, or a genre into their search field. That's a pretty helpful coaching tip there that 
prevents user disappointment. Autosuggestion, autocomplete can also go a long way to 
guiding users to the right result for them. 

We attempted to do this at Wolfram. We reflected back our interpretation of a user's 
query after they had entered it in its true systematic representation. Unfortunately, this is 
a case where, yes, we reflected back that we had interpreted the input “best Lady Gaga 
song” as the best musical work with composer Lady Gaga, but we just returned the 
result of data not available. We didn't do enough to guide the user. 

The reason there's no data available is because there's no one canonical answer to the 
question of best Lady Gaga song. We erred when we didn't tell the user and help them 
understand why there was no data available, why we couldn't return that one canonical 
result. This was one of the biggest challenges we faced at Wolfram: how can we guide a 
user to success when they don't even know what they can ask us? 

This is what WolframAlpha looked like on launch day in 2009, and you can already see 
the embedded fear that users just weren't going to get. Unfortunately, users mostly 
typed into the query bar and ignored the rest of the page, and they were often 
disappointed by the lack of results. We kept trying new approaches to help convey the 
types of questions and the domains that WolframAlpha was good at. 

This one was a favorite of mine, you could mouse over any of the illustrations in the 
background, and they would pop to the forward and they would show you the query you 
could input to get great information in that domain. It was nifty, but users really didn't 
explore it. This is where Wolfram is at today. They're still working to guide users to 
success, and not only from the homepage, the result pages, much greater use of type 
ahead, and related queries to help the user find results that work for them. 

Now it's probably somewhat obvious, but despite the fact that I've been mostly showing 
you desktop search experiences, search is clearly not constrained to the desktop 
anymore, far from it. Modern search needs to meet users on all the devices and in all 
contexts that they're in. Critically, we have to get the mobile experience right. Even with 
stupidly large phones now the norm, there's still a premium on space, especially with 
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the keyboard taking up a third to a half of the screen real estate. Adaptations for mobile 
search include even heavier use of autocomplete and type ahead to minimize the time a 
user has to spend typing on the tiny keyboard. We need to collapse complicated 
filtering, faceting, and sorting controls to let the user get to the content fast. We need to 
carefully evaluate the presented metadata. What are we going to return with the result? 
We need to show something so the user can make an informed choice, but just enough. 

I'd also recommend checking out this Google article I'll link here about in-app search. It 
provides a couple other interesting considerations for building a great search 
experience in your product. It doesn't stop at mobile. We have to consider how search 
works when it's on a big screen 10 feet away from you, and you're controlling it with a 
remote control with a laggy D pad instead of with a keyboard. 

In this context, you have to be even more judicious and focused about your user needs 
because picking out those letters one at a time is exhausting. That's probably why the 
newer set-top box products like Comcast, X1, or Apple TV and Fire TV are all moving to 
voice input. Voice input with a screen associated with it is one thing. Doing search in a 
screen environment is another beast entirely, but we'll talk about that a little bit later. 

Finally, to do search well, at least better than Google can do by turning the Googlebot 
loose on your site and hoping for the best, you must involve humans in all of the 
decisions about how your search system is built and maintained. For NPR One, our 
personalized skippable radio service search was a core driver of the user experience. 
Early on in the project, you couldn't get to most of our podcasts anyway, except for 
searching for them and yet, findability in the app was actually pretty poor. 

These are some really embarrassing searches from when I joined the project where we 
didn't have any results for All Things Considered or Morning Edition. We only returned a 
single result for Obama in 2015. Food, well, some junky results, but not a lot. In 2015, 
we undertook an initial rebuilding process, in which we created a search result page that 
emphasized the content that people were actually searching for, and the app shows the 
people the broad topics. 

Importantly, we looked at the data and we also looked at user reviews. Then we used 
both of those sources to actually interview real users about what they were looking for. 
This human curation of the experience recognized our individual user intents, otherwise 
we wouldn't have met our aims. To conclude, these are the eight key considerations that 
we had in mind while we were rebuilding search at NPR. 

Now, this is not the end all be all for modern search. There are many, many more 
considerations. As with everything your mileage may vary as you try to put these into 
practice. I will say this: search should not be an afterthought, nor your junk drawer, and 
not an excuse for poor navigation. It is a fundamental part of your product experience 
that requires you to actually care about your users, their wants, their needs, their 
motivations, and their intentions. 
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While you can get some of these things from log data, and you are probably already 
thinking about what you want out of a search system, you probably are going to need to 
interview some of the users of your system just like we did at NPR, to understand them, 
their hopes, their dreams in their own words, and understand what they're trying to 
accomplish and how you can help them. In other words, don't be like Ron. 

Let's talk about how we're making search a fundamental part of our product experience 
at NPR. Coming into 2018, search on npr.org had been broadly unchanged for many 
years. It didn't even really have a team who called it their own. The quality of the organic 
results was so hit or miss, that we were manually curating thousands of queries via best 
bets, just to get the results that were in any way sensible. 

We had made some good headway in NPR One back with the 2015 and 2016 projects. 
We knew that we had an experience that was still pretty rudimentary, and it wasn't really 
returning the best quality of results that it could. Yet, like so many things in our product, 
search was no one's highest priority, until our hand was forced. You see at the time, all 
of our search experiences were powered by the Google Search Appliance. As Google 
often does, they were discontinuing support for the GSA. 

We now go to live video of when we found out about the end of life plan. I exaggerate, 
but only a little. Look, it's not like GSA was a great tool. While it may have been state-of-
the-art in 2002, by 2018, it was looking rather long in the tooth. The chance to make an 
upgrade was a welcome one, even if it was a little bit of a fire drill to replace it. We had 
a choice to make. We had to decide how we were going to proceed to build a new 
search experience. 

We could stick with a hardware-based server system that we could put in our data 
center, like the Google search appliance or maybe we could build something of all of our 
own out of some baseline search platform like Elastic Search. Or we could make the 
leap to the modern era and go with a cloud-based software as a service search product. 
Obviously, I think you can tell by the way I'm talking about it, it ended up being a no-
brainer to us because the modern classic-based search systems enabled functionality 
that we had never had before with the Google Search Appliance.  

That is to say, our user expectations had changed and we needed to change with them. 
The modern platform gave us features like instant search results, robust mobile, SDKs, 
immense flexibility of the ranking model, easy to use analytics, and support for our 
future personalization, and our voice goals. We knew that we needed to base our 
decision on which of the software vendors to go with based on real user needs. 

Again, we took a deep dive into the analytics that we could glean from the GSA, as well 
as the Google Analytics Site Search data, and critically, again, talked with real users. 
We found that while there's a huge long tail, the top use cases for our search aren't 
exactly what you'd expect. People looking for our shows and programs, our journalists, 
high-level topics like education and food, specific words related to the news at the 
moment, China, Facebook, et cetera, and navigational searches like "Contact NPR.” 
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By the way, speaking of error handling, well, our number one or number two search 
most months, it's This American Life, which is a great public radio program. It just 
happens to not be made by NPR. It's made by WBEZ and Ira Glass. We had to figure 
out how to help those users who didn't know about our business model, and how all the 
content was made still get to the right place. 

Now, I'm not going to dwell on vendor selection, though, I'd be glad to talk with you in 
person or online about our process, if you're evaluating technology partners in the 
future. I did want to tell you that we vetted three cloud-based vendors, and then we 
ultimately selected Algolia as our partner in this. There were many considerations 
involved in that decision. One of the main things that swayed us to Algolia was the 
ability that we could integrate their API directly in our publishing workflow. 

We no longer have to rely on a web crawler finding our content. Instead, today, the 
moment content is published to our website, it gets added to the search index. That's 
really powerful, because it means that there's never a lag between our search 
experiences and content experiences. This whole workflow makes our developers very 
happy. They were always in sync with the product and never reliant on an outside 
crawler. Because our developers were happy, they were more excited to work on the 
project, which made the project faster and more fun.  

We gave a lot of thought to how content should be represented in the index. One of the 
great things about Algolia is that it is inherently schema-less. That means there's no 
specific way you have to put content in for the search system to work. We were able to 
do the work of defining the fields, the metadata, and the attributes that were most 
important to us for every type of content. Then we could tell the system what weight and 
what priority to place on each. That level of granular control is what has made the 
search system as powerful and as flexible as it is. 

By July of 2018, we had completely replaced the back end infrastructure powering 
search across all of our platforms. On npr.org, this means that we're returning as you 
type responses for every query that a user has. We're surfacing the content that a user 
expects to find, critically, without creating thousands of new best bets. This is all done 
programmatically. 

The instant search interface and the keyword highlighting mean that the path to a user's 
desired destination is greatly shortened. They're able to get to results so much faster, 
and we're better able to meet our mission. On the NPR One side of the house, our 
results became even more fast and even more flexible, more responsive to the specifics 
of what a user put in. We're able to seamlessly intermix different types of results, 
individual segments, episodes, podcast shows and station results, and we're able to 
have different presentations of those results, depending on the user's context and 
needs. This is just the beginning for us. We believe that search continues to be more 
fundamental to our product experiences. With greater personalization and voice-based 
search just over the horizon, this problem space is only going to get more interesting. A 
search system is only as good as what it enables users to do. How do you know if it's 
actually performing well for your users? 
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Well, our first step was to simply make it part of our practice to actually use search more 
regularly. Knowing our users and content, it's easy for us to see at a glance when 
something's just a little bit off, and we can inspect the results to understand what's going 
on, and what we can fix. If you're building a web search, another thing that can give you 
a good gut check is to simply try out your search on Google and include the 
site:yoursite.com parameter. You take those results, take them side by side with results 
from your engine, and see how they hold up. Your site, if it's performing well should do 
at least as good as Google and hopefully better. 

Just as we used log data and insight from user feedback to decide what we needed to 
do with our search, we can use those same sources to understand what's working, and 
where our users still have issues. From there, we can tweak and refine until we get it 
right. This is the great thing about the iterative process. You keep improving and fixing 
and improving and fixing until you get it right. 

Now this isn't a talk about search analytics as such, so I'm not going to go deep on 
analysis methodology. Instead, I really recommend checking out the book Search 
Analytics for Your Site by Louis Rosenfeld. This book has been essential to nearly every 
search project I've worked on in the past eight years. It gives concrete strategies for 
mining the usage patterns of your product search engine for insights on successes and 
failures, your audience, their goals, and much, much more. I highly recommend this 
book enough. 

Now, I'm sure you're wondering, now we've launched this new system. It's been in 
production for over a year, so how's it going? Is it completely changing the world for 
NPR? Well, sure. Search behavior is really intrinsically motivated. We didn't see a huge 
change in the number of users who are engaging with search just yet. Hopefully, as 
more of them over this year figure out that search is a good starting point, we'll see 
more and more usage. 

What we did see immediately after launch and are really pleased about is higher 
engagement with the results. Take, for instance, NPR One. Prior to the launch of the 
new search system, NPR One search was regularly getting about 82% of users to play 
audio out of the results page. That's what this chart shows. Everything before the red 
line is prior to the launch of the new search system and that's a pretty good result. 82% 
getting to actually play something, that's our primary metric. That's great. After we 
launched the new system, we saw audio stats from search climb into the upper 80s, and 
often peaking over 90%. This is a great starting point, a great proof point for us to build 
on. 

Let's move on to our final topic. What is on the horizon? What comes next? First, let's 
talk about machine learning. Now, I am not a machine learning expert. I'm going to give 
you my perspective as a practitioner in this space. My perspective is that machine 
learning is always just about to solve our problems, but it's never quite ready yet. Look, I 
absolutely think there's a role for machine learning to play in search. 
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Clearly, Google's applying machine learning all over the place. I think it'd be really useful 
for things like feeding user behavior back into the algorithm or using pattern matching to 
expand the list of synonyms or giving your search system or maybe to consume a 
hyperlink map, and building a popularity map for your content. Especially for integrated 
search built into our products and our platforms, to my mind, these are more 
augmentations. 

All the other things we've talked about today—the metadata, the curation, the user 
understanding and research—those are so much more fundamental to crafting the 
experience than holding out false hope that machine learning is going to come along 
and fix all of our problems. 

Next, let's spend a few minutes on voice UI, otherwise known as Alexa, Siri, Google 
Assistant, et cetera. As you probably know, NPR is a leader in this space, but it's still 
nascent. Today, NPR lets you stream your local station. You can play a personalized 
NPR One station. You can listen to any of our podcasts and you can even play Wait 
Wait...Don't Tell Me interactively with Bill and Peter, which is really cool. If you haven't 
tried it, just ask your smart speaker to play the Wait Wait quiz. It's awesome, and it's 
fresh every week. 

Importantly, we still have not shipped a voice search experience because it's hard, 
especially for the news domain. It's like taking some of those mobile constraints we 
mentioned a while back and turning them up to 11. Without a screen to rely on, you 
really can't present the user with any options for tailoring their search. You can't give 
them any facets or filters. You really have limited options for refining their query and 
helping them get to the right place. Everything you need to do to adjust the query has to 
be done by voice, and you quickly end up in what I termed "Phone Tree Land." 

In user testing, we found that even offering as few as three options to users put too 
much cognitive load on the user. By the time they got to the end of option three being 
said out loud, they couldn't remember what the first option was, or if they did remember 
it they weren't sure what words to say to choose it, especially with complex news titles. 
That's how you end up with voice experiences like for that story, say number one, but at 
that point, is it really a conversation anymore? 

In testing, we found that the best success is presenting the users with a single 
response. Then telling them how to change course if they so choose, this would be 
something like, "We think this is the right story for you but if you want to change course, 
just ask NPR for a different story, another option." 

That really does present a new challenge, especially in the news domain. What was 
timely and relevant 30 minutes ago might be old news now. While we are doing a whole 
lot of human curation to power our website, to power NPR One, we really don't have 
enough metadata across our entire universe of content about timeliness and evergreen-
ness for all of our content to serve as a canonical right answer. For news queries today, 
it's like the Wolfram “Lady Gaga best song” problem all over again. 
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As we continue to experiment and test, we think that metadata curation and user 
understanding will ultimately allow us to build a shippable product here. If you think that 
voice search is a hard challenge, let's talk for a minute about the challenges we face, 
potentially with augmented reality and virtual reality. Now, I want to be clear, this is not 
something that NPR is actively working on today, but it is something I think a lot about. 

If the Oculus platform or Microsoft HoloLens actually starts to capture significant 
consumer interest, outside the gaming and hobbyist space, we're going to want to 
provide a news and storytelling experience there as well. To give users relevant 
information, we're probably going to need to search our content without the user 
providing any explicit input whatsoever. 

I think of the challenge like this. If traditional search is, user inputs text, and voice 
search is, the user says something that we transcribe into text, hopefully correctly, then 
AR and VR search might be something like, the user looks at something. We implicitly 
turn that action into an intent that we turn into text. This is not an easy problem, and I 
don't really have a ready answer. I expect that the ultimate solution is going to require 
great metadata, human curation, and a deep user understanding.  

There is a lot more to be said about search than we have time for today. I do want to 
leave you with a few parting thoughts as you consider how search can enhance your 
product experience. Now, first, I'm going to sound like a broken record. You're not going 
to get anywhere with search without first working to understand your users and what 
they want and need from your products and the search experience that is built into 
those products.  

Mining search queries in Google Analytics and logs, that is useful and important, but 
you're really not going to have a complete picture of your users unless you talk to them 
directly. Also, you never can forget that you know your content, your products, your 
metadata better than Google does. That's an unfair advantage that you can put into 
practice. You can use that knowledge to build better metadata, better models, and 
ultimately provide better results that are tailored and specific for your users than Google 
or Amazon will ever be able to provide for a generic user. 

Then once you've got a great search system in place, your job still isn't done. You've got 
to watch those logs, still keep listening to your users, and continue testing the system 
yourself. Importantly, in the context that your users are using it, if you build search into 
an app, you better get out and see how it performs on flaky cell service. If you're doing 
voice search, take an Alexa home. When you've got two screaming toddlers in the 
background, try asking for what you're looking for in your service. That's how you're 
going to know if it works or if it needs further refinement. Fundamentally, when you think 
about search, I hope that you think of it as a verb, not a noun. Or said differently, it's a 
means, not an end, a tool, not a destination. It's a feature, not a separate silo, not a 
separate product onto itself. It enables your users, and please, please, please don't 
forget that all of this searchability, being responsive to your users, this matters. 
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In product planning and roadmapping, search, in particular, can often be one of those 
things that becomes background noise. It's just another box to check on your feature 
list. When we imbue our search experiences and our products with consideration and 
intentionality, we can make our users very, very happy. 

If you're interested in digging into what I presented today, I did want to let you know that 
I have a written version of talk available at bit.ly/NPR-search. You can also find a lot of 
other great writing by my design team on our medium blog at npr.design. 

I always love to geek out about search and findability, so please feel free to reach out to 
me on the Confab Slack, on Twitter @CreativeNewman, or via email at 
Dnewman@npr.org. I would love to connect with each and every one of you since we 
weren't able to connect in real life this year. Thanks so much for spending your time with 
me. Thanks so much to the Confab organizers for having me this year. Stay safe and be 
well. 

[00:41:41] [END OF AUDIO]
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