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1  ABSTRACT

In businesses today, across all market segments, cloud computing has become the focus of cur-

latest technologies and platforms, and the agility to adapt your information systems quickly and 

platforms, typically in the form of a mainframe computing environment.  

Although old and very expensive to maintain, the mainframe platform continues to run the most 
important information systems of an organization. In Astadia’s previously published Unisys to 
AWS Reference Architecture Guide, the goal was to assist business and IT professionals as they 
prepare plans and project teams to start the process of moving mainframe-based application port-
folios to Amazon Web Services (AWS). In this new document, the Unisys Mainframe Workload on 
AWS—Performance Benchmark we explore the performance & tuning aspects of the application 
set, after it has been moved to AWS. 

In this document, we will explore: 

• OLTP test workload description

• OLTP performance 

• Performance scenarios and results 

• Load Balancing with Auto Scaling 

• Batch performance 

This document is part of the Astadia Mainframe to Cloud Modernization Series that leverages 
Astadia’s 25+ years of mainframe platform modernization expertise.
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2  EXECUTIVE SUMMARY 

This paper documents the results of a benchmark study to test performance of Unisys mainframe 
applications that have been migrated to AWS. Astadia conducted this study with support from 
AWS and software provided by Micro Focus and Astadia.

Results of the performance benchmark testing revealed AWS to be a reliable and scalable environ-
ment that provides the performance, stability, and availability necessary to cope with the demands 
of applications originally designed for Unisys mainframes.

• As expected, a high-demand workload showed increased performance as EC2 (Elastic 
Cloud Compute ) instance types or the number of EC2 instances were scaled upward. Our 

scaling by load-balancing multiple instances of the mainframe application running on 
medium-powered EC2 instances, rather than vertical scaling by simply increasing the size 
and power of a single EC2 server.   

• 
size and compute characteristics, deploying one large EC2 instance vs. load-balancing 
multiple EC2 instances, or choosing solid-state drives (SSD) vs. traditional disc drives, 

testing. Load-balanced tests simulated up to 5000 users, each submitting between 700 to 
1400 transactions. Total workload for each test run was between 1,400,000 and 5,250,000 
transactions. 

• The highest throughput achieved in the benchmark was over 2000 transactions per sec-
ond.  It is important to note that peak throughput was limited only by the rate at which 
transactions could be submitted.  That is, transactions were completing so quickly, the in-
jection of work could not push throughput above the maximum recorded.  It is also worth 
noting that response times and throughput are dependent on an application’s architecture 
and its ability to process high-speed, high-volume workload.  

• The application’s hierarchical database was transformed to a relational database system, 
and Amazon Aurora was selected as the RDMS product.  Testing proved Amazon Aurora 
handled the mainframe application’s database transactions without performance  
degradation, and was easy to set up and maintain. 

• Batch processing running on a mid-powered, general-purpose EC2 instance  
completed faster than the reference mainframe environment. 
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3  BACKGROUND INFORMATION 

3.1  Test application description 
The application used in this study is a Unisys mainframe application developed in the 1990s to 
support helpdesk and incident tracking functions.  Written in COBOL and utilizing a DMS II  
hierarchical database, the original application is still in use today.  For this study, Astadia migrated 
the application to AWS using our standard mainframe migration tools and processes.  For more  
information on our migration process, please refer to Astadia’s Unisys to AWS Reference  
Architecture, which can be found at -

3.2  Testing software summary 

tests were supported primarily by: 

3.2.1  Astadia OpenMCS 
Astadia OpenMCS was developed in the 1990’s to enable Unisys mainframe workload  
migration to distributed computing platforms. This application-server-based technology allows 
Unisys COBOL applications to run on Windows, Linux, and UNIX with a minimum of change to 
COBOL source.  This greatly reduces risks, costs, and implementation time of migration proj-

that manages OpenMCS instances across multiple hosts.

3.2.2  Astadia OpenT27 Terminal emulator 
Astadia OpenT27 Terminal emulator is an industry-standard terminal emulation product to 
support Unisys T27 communication protocol. 

3.2.3  Astadia Injector  
The Injector was developed by Astadia as an internal-use tool for testing performance of  
Astadia’s OpenMCS.  It is used to simulate concurrent user and transaction workloads. 

3.2.4  Micro Focus Visual COBOL for Visual Studio 
Micro Focus Visual COBOL is the industry-leading COBOL development and deployment 
environment for distributed COBOL.  Its role in Unisys mainframe migrations is to serve as the 
COBOL development environment and compiler. Visual COBOL is integrated with Microsoft’s 
Visual Studio as an add-on product and exploits Visual Studio’s development features like 
COBOL-based IntelliSense and integrated debugging. 

3.2.5  Micro Focus COBOL Server 
Micro Focus Server for COBOL is the runtime component for applications and services  
developed using the Micro Focus Visual COBOL development product. Micro Focus Server for 
COBOL provides a high-performance, robust, proven, and portable platform for the  
deployment of COBOL applications on Windows, UNIX, and Linux.   
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3.2.6  Microsoft Visual Studio 
Microsoft Visual Studio is an industry-leading Integrated Development Environment (IDE) used 
to develop programming systems that will primarily run on Windows environments, but it 
supports development for other platforms as well.   

3.2.7  Microsoft Windows Server 
Windows Server is an operating system designed by Microsoft that supports enterprise-level 
applications, data storage, communications, and management.    

3.3  Testing AWS services summary 

test implementation is supported primarily by: 

3.3.1  Amazon EC2  
Amazon Elastic Compute Cloud (EC2) is a web service that provides secure, resizable compute 
capacity in the cloud. It is designed to make web-scale cloud computing easier for developers.  
For this study, EC2 serves as virtual Windows Server machines to which we have migrated the 
Unisys mainframe application.  For tests using multiple servers running the migrated  
application, the base EC2 instance is cloned. 

levels of compute power, memory, and throughput. EC2 product families used in this study 
include (descriptions from the AWS website): 

T2 

T2 instances are Burstable Performance Instances that provide a baseline level of CPU  
performance with the ability to burst above the baseline. T2 instances are a good choice for 
workloads that don’t use the full CPU often or consistently, but occasionally need to burst (e.g. 
web servers, developer environments and databases).  Features include: 

• High Frequency Intel Xeon Processors 

• Burstable CPU, governed by CPU Credits, and consistent baseline performance 

• Lowest-cost general purpose instance type, and Free Tier eligible (t2.micro only) 

• Balance of compute, memory, and network resources 

M4 

M4 instances provide a balance of compute, memory, and network resources, and it is a good 
choice for many applications. This instance type was used for executing the application tier of 
our test scenarios. Features include: 

• 2.3 GHz Intel Xeon® E5-2686 v4 (Broadwell) processors or  
2.4 GHz Intel Xeon® E5-2676 v3 (Haswell) processors 

• EBS-optimized by default at no additional cost 

• Support for Enhanced Networking 

• Balance of compute, memory, and network resources
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R4 

RAM. This instance type was used for executing the database tier of our test scenarios.  
Features include: 

• High Frequency Intel Xeon E5-2686 v4 (Broadwell) processors 

• DDR4 Memory 

• Support for Enhanced Networking 

 
requirements.  More information about all EC2 types can be found at  

and 5. 

3.3.2  Amazon Aurora
Amazon Aurora is a MySQL and PostgreSQL-compatible relational database engine. Built on 
a fully distributed and self-healing storage system, Amazon Aurora is a managed database 
service that provides enterprise-level capabilities including database monitoring, database 
cloning, cross-region copying and replication, as well as AWS Identity and Access  
Management integration.  The test application’s DMSII database and data was migrated  
by Astadia to Amazon Aurora.  

3.3.3  AWS Elastic Load Balancer  

targets, such as Amazon EC2 instances, containers, and IP addresses. It can handle the varying 

 
availability, automatic scaling, and robust security necessary to make applications fault  
tolerant.  The Classic Load Balancer was used for this benchmark study.  It provides basic load 
balancing of T27 TCP connections across multiple Amazon EC2 instances and operates at both 
the request and connection levels. 
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4  OLTP PERFORMANCE BENCHMARK 
4.1  Test environment 

4.1.1  

4.1.1.1  Development Environment Software 
The following software was used in the study’s application development  
environment: 

• Windows 10 Enterprise (Operating system) 

• Visual Studio 2013 (Integrated development environment) 

• Micro Focus Visual COBOL ver. 2.3 Update 2 (COBOL compiler) 

• MySQL Community Server 5.7.19 (Database server) 

4.1.1.2  Deployment Environment Software 
The following software was used in the study’s EC2 deployment environments: 

• Microsoft Windows Server 2012 R2 (Operating system) 

• Astadia OpenMCS ver. 46A.001 (Transaction processor) 

• Astadia WebMCS ver. 1.0.0.9 (Transaction processor control and monitoring tool)

• Astadia OpenT27 Emulator ver. 4.4.1 (T27 terminal emulator) 

• Micro Focus COBOL Server ver. 2.3 Update 2 (COBOL runtime) 

4.1.2   Architecture 

4.1.2.1  Unisys to AWS Reference Architecture 
The diagram below depicts the overall reference architecture for deployment of Unisys 
mainframe applications to AWS.
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For more information on this architecture, download the “Unisys to AWS Reference  
Architecture” paper from 

4.1.2.2  Single Application Server Tests
The diagram below depicts the AWS deployment architecture for online tests conducted 

injected by the Astadia Injector running in one EC2 instance, workload is processed by the 
legacy application running in another EC2 instance (tests conducted on various EC2 sizes), 
and database functions are handled by a single RDS instance of Amazon Aurora which 
contains the legacy data that has been converted from hierarchical to relational structures.

Amazon Web Services

Database:
Amazon
Aurora 

T27Astadia 
Injector

Mainframe Cloud Framework
Batch OpenMCS

COBOL

Amazon
EC2

Amazon
EC2

4.1.2.3  Load-balanced Multiple Server Tests
The diagram below depicts the AWS deployment architecture for online tests conducted 

Astadia Injector running in one EC2 instance to an Elastic Load Balancer (ELB).  The ELB 
assigns workload to one of multiple EC2 instances within an Auto Scaling Group in  
accordance with ELB parameters (based on CPU usage levels, round-robin assignment, 
etc.), then the legacy application within the receiving EC2 instance processes the workload. 
Database functions are handled by a single RDS instance of Amazon Aurora which contains 
the legacy data that has been converted from hierarchical to relational structures. 

“n” EC2 clones of Unisys application

EC2

EC2
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4.1.3  EC2 Instance Tiers 
Multiple EC2 instance types were used for comparison purposes in this bench-marking study.  
The information below provides a high-level description of the compute resources provided  
by the EC2 instances used in our testing.

License server – the same EC2 instance type was used to provide license authentication  
services for all tests:

• t2.micro:  1 vCPU, 1GB memory

Injector server – the same EC2 instance type was used to run the user/transaction injectors  
for all tests:

• m4.2xlarge:  8 vCPU, 32GB memory

Application servers – for Single Server and Load Balanced tests, the following EC2 products 
were used:

• m4.large: 2 vCPU, 8GB memory

• m4.xlarge:  4 vCPU, 16GB memory

• m4.2xlarge:  8 vCPU, 32GB memory

• m4.4xlarge:  16 vCPU, 64GB memory 

small, low-cost t2.micro was chosen as the host. The m4 instance type was chosen for the  
injector and application servers because it provides a strong, consistent (non-burstable)  
general-purpose platform with a variety of CPU and memory options that can be  
matched to the workload.

More information on AWS EC2 instance types can be found at: 

4.1.4  Amazon Aurora DB Service
All tests were conducted using Amazon Aurora DB servers.  The DMSII hierarchical database 
and data was converted and migrated to relational structures within Amazon Aurora.  For  
this study, all tests used the r4.2xlarge or r4.4xlarge Amazon Aurora RDS product, which has  
8 vCPU cores and 61GB memory or 16 vCPU cores and 122GB memory, respectively.

4.1.5  Monitoring
We used AWS CloudWatch monitoring services for both EC2 and RDS instances. Astadia Web-
MCS was used to monitor the performance of OpenMCS applications.  WebMCS has a statis-
tics page that shows transaction throughput and timings.  These timings are viewed in real 
time and will also show any bottlenecks and issues.
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4.2  Key performance parameters
4.2.1  Single Server Environment
Region: us-east-1

EC2:

• Instance type: m4.large, m4.xlarge, m4.2lxarge, m4.4xlarge

• vCPU: 2, 4, 6, 8

• Memory: 8GB, 16GB, 32GB, 64GB

• OS: Windows Server 2012

• Disk: 30GB

Aurora DB:

• Database: MySQL

• Class: db.r4.2xlarge

• Storage type: DB Cluster

• vCPU: 8

• Memory: 61GB

• EBS Optimized: 1000Mbps

• Multi AZ: No

• Encryption Enabled: No

• Replication: No

4.2.2  Load Balanced Environment
Region: us-east-1

EC2:

• Instance type: M4.large

• vCPU: 2

• Memory: 8GB

• OS: Windows Server 2012

• Disk: 30GB

ELB:

• Classic Load Balancer

• Internet Facing ELB.

• Availability zones: us-east-1a, us-east-1b, us-east-1c

• 

• Idle timeout: 60 seconds.

• Health check: Ping target: TCP, timeout: 5 seconds, interval 30 seconds.

• Listener: TCP (4098).

Copyright © 2018 by Astadia, Inc. All rights reserved. 

WWW.ASTADIA.COM 
(877) 727-8234   
  

Whitepaper

pg. 12

ASTADIA  
ASTADIAINC   
@ASTADIAINC



Auto Scaling Group:

• Health Check Type: EC2

• Health Check Grace: 300

• Termination Policies: Default

• Availability zones: us-east-1a, us-east-1b, us-east-1c

• Policy type: Target tracking scaling as required to maintain Average CPU Utilization at 25%. 
Add or remove instances as required.

• Instances need: 300 seconds to warm up after scaling.

• Disable scale-in: no

• Lifecycle Hooks: Termination hook.

Amazon Aurora DB:

• Database: MySQL

• Class: db.r4.4xlarge

• Storage type: DB Cluster

• vCPU: 16

• Memory: 122GB

• EBS Optimized: 1000Mbps

• Multi AZ: No

• Encryption Enabled: No

• Replication: No

4.3  Performance scenarios and results
4.3.1  OLTP test workload description
For all online transaction testing, the Astadia Injector initiated a series of transactions as if 
being submitted by a single user. Each user submitted an identical workload composed of the 
following transactions and counts:

COUNT TRAN CODE DESCRIPTION

1 INIT Connection trancode

60 ICALL Single-record inquiry on CALL table

106 ICUST Single-record inquiry on CUSTOMER table

79 IPROB Single record inquiry on SUGGPROB table

49 LCALL Multiple-record inquiry on CALL table

61 UCALL Single-record update of CALL table

52 UCUST Single-record update on CUSTOMER table

104 ULIC Single-record inquiry/update on LICENSE table

20 UPRDE Single-record update of SUGGPROB table  
(additional descriptions)
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73 UPROB Single-record update of SUGGPROB table  
(basic data)

12 VCUST Inquiry on CALL record related to SUGGPROB record

16 XREF Update search keys for SUGGPROB record

67 MENU Transactions to redisplay menu

700 Total transactions per user

4.3.2  Single Server Tests
This section contains the performance benchmark results for tests conducted in a single  

 
identical workload. For each test, the Astadia Injector submitted workload for 200 users  
every 2 minutes for a total of 1000 users.  Each user submitted 700 transactions for a total  
of 700,000 transactions per testing scenario.  Each injector was initiated manually using a  
command prompt and  
submitted by each user.

For these single-server tests, we inject identical workloads into various tiers of EC2 instances  
as follows:

• Scenario One: 1 x m4.large instance

• Scenario Two: 1 x m4.xlarge instance

• Scenario Three: 1 x m4.2xlarge instance

• Scenario Four: 1 x m4.4xlarge instance

Detailed results of each Single Server test scenario are shown in the following sections.

4.3.2.1  Scenario One
Application server: 1 x m4.large instance

Amazon Aurora Database: 1 x r4.2xlarge

Test Duration: 36 minutes
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4.3.2.2  Scenario Two
Application server: 1 x m4.xlarge instance

Amazon Aurora Database: 1 x r4.2xlarge

Test Duration: 20 minutes
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4.3.2.3  Scenario Three
Application server: 1 x m4.2xlarge instance

Amazon Aurora Database: 1 x r4.2xlarge

Test Duration: 14 minutes
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4.3.2.4  Scenario Four
Application server: 1 x m4.4xlarge instance

Amazon Aurora Database: 1 x r4.2xlarge

Test Duration: 13 minutes
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4.3.3  Load Balanced Tests
This section contains the performance benchmark results for tests conducted in a load  

tested using identical workload. For each test, the Astadia Injector submitted workload for  
200 users every 2 minutes for a total of 2000 users.  Each user submitted 700 transactions  
for a total of 1,400,000 transactions per testing scenario.  Each injector was initiated manually 
using 
submitted by each user.

number of minimum and maximum servers to the same value.

instances as follows:

• Scenario One: 2 x m4.large instances  (Min 2, Max 2)

• Scenario Two: 4 x m4.large instances  (Min 4, Max 4)

• Scenario Three: 8 x m4.large instance  (Min 8, Max 8)

Detailed results of each Load Balanced test scenario are shown in the following sections.
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4.3.3.1  Scenario One
Application server: 2 x m4.large instance

Amazon Aurora Database: 1 x r4.4xlarge

Test Duration: 52 minutes

Copyright © 2018 by Astadia, Inc. All rights reserved. 

WWW.ASTADIA.COM 
(877) 727-8234   
  

Whitepaper

pg. 19

ASTADIA  
ASTADIAINC   
@ASTADIAINC



4.3.3.2  Scenario Two
Application server: 4 x m4.large instance

Amazon Aurora Database: 1 x r4.4xlarge

Test Duration: 27 minutes
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4.3.3.3  Scenario Three
Application server: 8 x m4.large instance

Amazon Aurora Database: 1 x r4.4xlarge

Test Duration: 18 minutes
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4.3.4  Load Balancing with Auto Scaling
This section contains the performance benchmark results for tests conducted in an auto- 

 

submitted workload for 500 users every 4 minutes, with new workloads starting as earlier 
 each workload consisting of 

700 transactions, for a total of 5,250,000 transactions. Each injector was initiated manually 

submitted by each user.

For this load-balanced test, we inject workload into multiple EC2 instances as follows:

• 2 to 10 m4.large instances  (Min 2, Max 10)

4.3.4.1  Auto Scaling Scenario 
Application server: 2 to 10 x m4.large instance

Amazon Aurora Database: 1 x r4.4xlarge

Test Duration: 65 minutes
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4.4  Performance analysis
4.4.1  Single Server
The graphs below provide a comparison of the average and maximum transactions per second 

performance tests:

The average transactions per second ranged from 326 for the m4.large up to 921 for the 
m4.4xlarge. The maximum transactions per second achieved during the tests ranged from 530 
for the m4.large up to 1604 for the m4.4xlarge. The average response time ranged from 2.99 
seconds for the m4.large down to 0.65 seconds for the m4.4xlarge.

The m4.large encountered a dramatic spike in response time shortly after all 1000 users 
were connected. During this time the processors were unable to keep up with the number of 
transactions being queued. The m4.xlarge had only small spikes and the response time for 
the m4.2xlarge and m4.4xlarge varied fairly smoothly. Only the m4.4xlarge instance shows 
a healthy CPU utilization around 70% demonstrating it can cope with the injected load. All 
smaller instances show CPU utilization beyond 80% implying queuing and elongated  
response times.

Although the smallest instance type used was not powerful enough to support the rigorous 
test workload with an acceptable response time, as the instance type was scaled upward,  
response time dropped and transactions per second steadily increased. Because the test  
workload includes long transactions, the 0.65 average response time of the m4.4xlarge  
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indicates that the m4.4xlarge is suitable for the workload. These single instance tests demon-
strate how we can use various AWS instance types for vertical scalability.

4.4.2  Load Balancing
The graphs below provide a comparison of the average and maximum transactions per second 

performance tests:

Scenario 1 resulted in a response time spike similar to that of a single instance, since the 
workload was doubled. However, 82% of the transactions had a response time of less than 1 
second. Scenario 2 showed an increase in transactions per second and a decrease in response 
time. Both scenario 1 and 2 show CPU utilization beyond 70% which explains the queueing 
and elongated response times. Scenario 3 reached over 2000 transactions per second with 
86% having a response time of less than 1 second. These load balancing tests demonstrate 
how we can use parallel EC2 instances for horizontal scalability.

4.4.3  Load Balancing with Auto Scaling
This test provided the highest sustained transactions per second at 1500 or higher for much 
of the test run. 89% of the transactions had a response time of less than one second. As the 
running instances saw greater utilization, new instances were started automatically, preventing 
transaction processing from falling behind. This auto scaling test demonstrates elasticity and 
how we can use AWS Auto Scaling Groups to horizontally scale-out and scale-in, dynamically 
adjusting capacity to the exact workload needs. 

4.5  High availability

if a user’s terminal emulator session is disconnected from the mainframe for any reason, they log 
on to the mainframe again and continue their work.  This same scenario holds true for users when 
working with a mainframe application via terminal emulation in AWS.  To ensure high-availability, 
organizations should exploit Elastic Load Balancing features in AWS to ensure multiple instances 
of the legacy application are available at any given time to accept new terminal connections or to 
accept connections from users who may have been disconnected from their initial session. High 
availability can be achieved using an AWS Auto Scaling Group spreading instances across multiple 
Availability Zones.
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5  BATCH PERFORMANCE REPORT

5.1  Batch job description
The batch benchmark consists of a single job that runs multiple update and report programs.   
The database is empty initially, and is loaded as part of the batch run.  Three update programs  
are executed, followed by a series of report programs.

This is the sequence and descriptions of the programs executed:

Initial load of database

Update XREF table with key words from suggestion/problem descriptions

Update number of calls received for each suggestion/problem in SUGGPROB table

Update PHONECALL table to reopen calls when “tickler” date is reached

Various reports (total 200)

Extract SUGGPROB table records to disk

Create master customer list from the CUSTOMER table

5.2  Architecture on Unisys mainframe

LX180 Unisys Mainframe 

Hardware: Dell Latitude E6540, i7 3.00GHz, 8.00 GB memory

Operating system: MCP SSR 57.1, DMSII

5.3  Architecture on AWS
The following AWS instance types (large) were used for comparison purposes:

c3, c4, m1, m3, m4, r3, r4, t2

For all tests, the database is Amazon Aurora on a r4.2xlarge instance.
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5.4  

5.4.1  Development Environment Software
The following software was used in the study’s application development environment:

• Windows 10 Enterprise (Operating system)

• Visual Studio 2013 (Integrated development environment)

• Micro Focus Visual COBOL ver. 2.3 Update 2 (COBOL compiler)

• MySQL Community Server 5.7.19 (Database server) 

5.4.2  Deployment Environment Software
The following software was used in the study’s EC2 deployment environments:

• Microsoft Windows Server 2012 R2 (Operating system)

• Micro Focus COBOL Server ver. 2.3 Update 2 (COBOL runtime)

5.5  Key performance parameters on AWS
Region: us-east-1

EC2:

INSTANCE 
TYPE

NUMBER 
OF VCPU

MEMORY 
(MB)

CHARACTERISTICS

c3.large 2 3.75 Compute optimized

c4.large 2 3.75 Compute optimized

m1.large 2 7.5 General purpose

m3.large 2 7.5 General purpose

m4.large 2 8 General purpose

r3.large 2 8 Memory optimized

r4.large 2 15.25 Memory optimized

t2.large 2 8 Burstable

• OS: Windows Server 2012

• Disk: 30GB

Aurora DB:

• Database: MySQL

• Class: db.r4.2xlarge

• Storage type: DB Cluster

• vCPU: 8

• Memory: 61GB

• EBS Optimized: 1000Mbps
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• Multi AZ: No

• Encryption Enabled: No

• Replication: No

5.6  Performance run scenarios and monitoring

types. The elapsed time in seconds is displayed for each step and for the entire run.

5.7  Performance results for batch 
The batch run on the Unisys mainframe and various AWS instance types resulted in the times 
shown in the table below.

TIMES (SECONDS)

Batch Step Unisys m1.large m3.large c3.large r3.large t2.large r4.large c4.large m4.large

Load: 417 67.14 64.20 59.77 57.94 58.57 56.82 57.86 56.55

Upd Xref: 155 89.21 81.96 78.47 72.37 74.37 71.96 73.19 69.38

Upd 
NbrCalls:

5 5.99 4.92 4.88 4.40 4.49 4.44 4.31 4.66

Upd Tickler: 4 .66 .63 .62 .62 .60 .61 .60 .61

Multiple 
Reports:

559 252.81 210.36 202.25 188.85 185.83 188.04 181.31 184.61

Extract Sugg-
Prob:

3 .20 .13 .17 .13 .11 .20 .11 .15

List Call-
3Summary:

2 .95 .76 .73 .69 .66 .66 .67 .65

List Cust: 3 1.20 1.06 .98 .95 .92 .89 .96 .90

List Patch: 4 4.22 3.71 3.47 3.68 3.31 3.15 3.15 3.40

End of Batch 
Run:

1152 421.21 366.69 350.38 328.70 327.96 325.89 321.21 320.03

5.8  Batch performance analysis
The graph below provides a comparison of the total run time for the batch benchmark on the Uni-

AWS batch run times varied from 421 seconds on the m1.large down to 320 seconds on the 
m4.large. The m4.large had the shortest run time, which was less than 30% of the Unisys main-
frame time. Although instance types that feature compute optimization (c3, c4), memory 
optimization (r3, r4) or burst capabilities (t2) did not provide an advantage over general 
purpose instances for the benchmark test, these may provide better results depending on 
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6  CONCLUSION

Amazon Web Services and Astadia combine to create a perfect next generation platform 
for your mainframe applications portfolio. In Astadia’s Unisys to AWS Reference  
Architecture Guide, we discussed in detail, the mapping of software components from 
the Unisys mainframe environment to the corresponding software components on the 
AWS Platform. Now, in Astadia’s Unisys Mainframe Workload on AWS – Performance  
Benchmark, we discuss performance and tuning your application  
portfolio after you have moved to the AWS Cloud.

Once the mainframe application set has been fully deployed on AWS, you will have the 
freedom to re-engineer these traditional applications into a more contemporary  
computing style, modernize legacy interfaces and integrate with other applications. 

You don’t have to tackle this alone.  Astadia has the experience, skilled experts and the 
technology to successfully help you complete Legacy Migration projects of all scopes and 

needs and how we may be of service to you as you prepare to leverage AWS.

To connect with an Astadia expert, please contact us at:

Email:  info@astadia.com

Web:  www.astadia.com 

Phone: (877) 727-8234
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completed more than 90 mainframe modernization projects. Our repeated success has 
allowed us to develop a comprehensive methodology, proprietary software tools and 
techniques, as well as the “know how” that comes with more than 25 years of experience 
handling mission critical applications and data.  We’re pleased to share some of that 
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